










applications as only the specific peer behavior needs to
be implemented within the framework.

For the underlay network, we use the flow-based net-
work model provided by ProtoPeer. This network model
mimics the property of TCP that the capacity of a link
is shared among all data connections using this link.
To simulate this bandwidth allocation, the bandwidth of
the connections are assigned according to the max-min-
fair-share principle [8]. The time a connection needs
to transmit its data depends on the available bandwidth.
When all data of a connection is transmitted, the con-
nection is removed from the network. The use of such a
flow-based network model for P2P simulations is pro-
posed in [14] and [17]. These studies describe con-
crete implementations of the bandwidth allocation al-
gorithms and evaluate their runtime speed. A compari-
son of the resulting transmission times to a packet-based
NS-2 simulation is also given in [14].

While the network model was provided by ProtoPeer,
the framework does not contain an implementation of
the BitTorrent protocol. Therefore, we created a self-
written implementation of BitTorrent according to the
descriptions in [16] and [3]. It includes all key mecha-
nisms, in particular the piece selection mechanisms, the
management of the neighbor set, and the choke algo-
rithm. Furthermore, the complete message exchange
among the peers themselves, between peers and the
tracker as well as between the peers and the information
service for locality data is simulated in detail.

Since the bandwidth allocation process is a costly op-
eration in terms of computation time, we only allocate
bandwidth to connections which simulate the transmis-
sion of a block of the shared file from one peer to an-
other. These are called piece messages in BitTorrent and
have a size of 16 KB. All other messages in the BitTor-
rent protocol are orders of magnitude smaller than piece
messages and therefore are assumed to have a negligi-
ble impact on the bandwidth dynamics of the network.
To model the TCP handshake, we add a small, constant
connection startup delay of 10 ms to the transmission of
all messages.

4.4. Comparison of Biased Unchoking
and Biased Neighbor Selection

BNS has been studied intensively [10, 9, 7, 20]. We
include it in our performance evaluation to facilitate a
comparison of BU and BNS. In all experiments, we
compare 4 different peer behaviors: (1) regular Bit-
Torrent (regBT), (2) BitTorrent with Biased Unchok-
ing (BU), (3) BitTorrent with Biased Neighbor Selec-
tion (BNS), and (4) BitTorrent with both BNS and BU
(BNS&BU). In all cases, the locality value L(x, y) is the

number of AS-hops on the path from x to y. We call a
neighbor with address y of a peer with address x ’local’
if L(x, y) = 0. With BU, a peer selects a local inter-
ested neighbor to be optimistically unchoked whenever
possible (cf. Sect. 3.4). For BNS, we use the tracker-
based version and set the fraction of local peers that the
tracker tries to include in his response to l = 0.9 (cf.
Sect. 3.3). This does not mean that 90% of the peers
in every tracker response are in the same AS as the re-
questing peer because the number of those peers in the
swarm is low in all our scenarios. In those cases, the
tracker first includes the local peers in its response and
then fills it with remote peers so that the number of peers
in the tracker response is not affected.

In order to assess the performance from an ISP’s per-
spective, we consider the amount of intra- and inter-AS
traffic. This traffic was measured in intervals of one
minute during the whole simulation and then averaged
over one simulation run. If the source and the destina-
tion of a data transfer is in the same AS, the traffic is
considered as intra-AS traffic. Otherwise, it contributes
to the inter-AS traffic. To judge the overlay performance
from the user’s point of view, we consider the download
times of the peer. This is the time when a peer issues
its first block request until it has completely received the
file. Here, we average the download times of all peers in
one simulation run.

We run 10 simulations with different seeds and show
average values over all runs for all observed variables.
We calculated the confidence intervals for a confidence
level of 95% but omit them in the figures for the sake of
clarity. The size of all confidence intervals was below
7% of the corresponding mean value.

To compare BNS and BU, we consider different load
scenarios and vary the fraction of peers which reside
in the same AS. Furthermore, we investigate scenarios
where the inter-AS links can be the network bottlenecks
and where only some of the peers in the swarm are
locality-aware.

4.4.1. Experiment “Load”. In this experiment, we com-
pare the performance of BNS and BU under different
load conditions. Load here means the fraction of leech-
ers in the swarm. To generate different load scenarios,
we vary the mean seeding time of the peers from 5 to 30
minutes.

We start by taking a look at the inter-AS traffic. Fig-
ure 2 shows the mean value of this bandwidth for the
different mechanisms and load scenarios. The scenario
with 5 minutes mean seeding time is the one with the
highest load. To judge the share of total traffic that is
inter-AS traffic, the intra-AS traffic of every mechanism
is also shown on top of the inter-AS traffic bars (labeled
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Figure 2. Mean inter-AS bandwidth be-
tween stub-ASes.

’Intra-AS’). Thus, the complete bar is the sum of both
and therefore the total average bandwidth utilized.

The bandwidth of the total traffic for all mechanisms
and scenarios is slightly below 16 MB/s which is equal
to the generated traffic demand when on average every
10 seconds a peer joins the swarm and downloads the
whole file of 154.6 MB. Furthermore, the inter-AS band-
width of regBT is almost unaffected by varying mean
seeding times. With regBT, only about 5% of the total
traffic stays within the originating stub-AS. This corre-
sponds exactly to the fraction of local neighbors of a
peer (cf. Table 1). With BNS, a peer knows more lo-
cal peers than with regBT and this reduces the inter-AS
traffic. In all scenarios, with BNS the inter-AS traffic
accounts for 75-80% of the total traffic.

With BU, the amount of inter-AS traffic is smaller
for short seeding times. While the inter-AS traffic is re-
duced to about 11 MB/s in the scenario with 5 minutes
mean seeding time, BU has almost no effect with 20 or
30 minutes mean seeding time. This is similar for the
combination BNS&BU. For long mean seeding times,
BNS&BU cannot save interdomain traffic. In contrast,
it is especially effective in scenarios with short seeding
times. There, only about 30% of the traffic are inter-AS
traffic. The reason is that BNS takes care that a peer
knows the other peers in the same AS while BU assures
that these peers are unchoked whenever possible.

The fact BU and BNS&BU are more effective in sce-
narios with high load can be explained as follows. BU
and also BNS&BU can only work when at least one lo-
cal, interested, and choked neighbor exists in the neigh-
bor set of a peer. Table 1 shows that this is only rarely
the case in the scenarios with 20 or 30 minutes mean
seeding time. Consequently, BU is effective when the
load in the swarm is high, i.e., when peers have several
interested neighbors. Then, it can select a local neigh-
bor to be optimistically unchoked. This is in particular
the case in so-called flash-crowd scenarios where many
peers join the swarm in a short period of time. We tested
this hypothesis but omit the figures due to the page limit.

This can also be observed in Figure 3, where the CDF

Seeding Interested Neighbors
time (min) 5 10 20 30

regBT 29.06 19.64 4.51 2.21
BU 29.20 19.22 4.56 2.27

BNS 29.16 19.53 4.83 2.21
BNS&BU 29.19 19.35 4.76 2.24
Seeding Local Neighbors

time (min) 5 10 20 30
regBT 2.13 2.15 2.14 2.14

BU 2.22 2.22 2.16 2.14
BNS 6.38 6.30 7.18 9.95

BNS&BU 6.61 6.46 7.10 9.89
Seeding Local Interested Neighbors

time (min) 5 10 20 30
regBT 1.43 0.97 0.23 0.11

BU 1.39 0.93 0.23 0.11
BNS 4.31 2.88 0.84 0.52

BNS&BU 4.17 2.78 0.80 0.53

Table 1. Mean number of different types of
neighbors of a peer. The mean number of
total neighbors was about 43 in all cases.

of the average number of unchoke slots for local peers
is plotted for two load scenarios, corresponding to 5 and
20 minutes mean seeding time. We can see that in the
highly loaded system, BU and especially BNS&BU is
able to give more unchoking slots to local peers than for
a low load, although the number of peers in the local
AS is the same. There seems to be a contradiction be-
cause BU only decides about one unchoking slot. How-
ever, optimistically unchoked peers may, by virtue of the
tit-for-tat mechanism, be unchoked regularly after hav-
ing been ’discovered’ via optimistic unchoking. In this
manner, BU causes that all upload slots of a peer are
preferentially allocated to local neighbors. Thereby, it
does not devalue the tit-for-tat decision. It only suggests
nearby neighbors for the optimistic unchoking. If they
do not provide sufficient upload capacity to get one of
the regular unchoke slots, they will be choked again.

Finally, we observe no large impact of the evaluated
mechanisms on the mean download times of the file.
These are 14.6, 9.9, 2.6, and 1.7 minutes in the scenarios
with 5, 10, 20, and 30 minutes mean seeding time, re-
spectively. They do not differ significantly (below 10s)
among the investigated mechanisms. Therefore, we ar-
gue that a user will not see a big difference in the perfor-
mance of the application, while the gains for an ISP are
potentially large.

4.4.2. Experiment “Swarm Distribution”. Next, we eval-
uate the impact of the distribution of peers on ASes,
since a smaller number of potential local neighbors
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Figure 4. Mean inter-AS bandwidth for dif-
ferent swarm distributions.

means less opportunity to promote locality. To this end,
we vary the number of stub-ASes in the simulated topol-
ogy. Since a new peer appears in each stub-AS with
equal probability, each stub-AS receives a smaller frac-
tion of the swarm if there are more ASes. We simulate
topologies with 10, 20 and 40 stub-ASes, resulting in
10%, 5%, and 2.5% of the swarm per AS on average.

Again, we take a look at the inter-AS bandwidth sav-
ings achieved by the different mechanisms, cf. Figure 4.
In general, the gains made by all locality-promoting
mechanisms are larger if the fraction of the swarm in one
AS is large. BNS profits directly from more local peers
since the share of local neighbors per peer is also higher.
Also, BU has a higher probability to find a local inter-
ested neighbor when there are more peers in the same
AS. The combination of both mechanisms utilizes both
of these advantages, leading to an improvement from
30% saved inter-AS bandwidth with just BNS to close
to 80% saved with the combination in the scenario with
a share of 10% of the swarm per AS, both in relation to
regular regBT.

The inter-AS traffic reduction is decreased when the
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Figure 5. Mean inter-AS bandwidth with
and without inter-AS bottlenecks.

local share of the swarm gets smaller. For the scenario
with an average of 2.5% of the peers in one AS, BNS and
BU alone save only in the range of 6% of the inter-AS
traffic, while BNS and BU together still reduce the traf-
fic of regular BitTorrent by 30%. The reason is that the
combination of both mechanisms tries to utilize every
last local neighbor. With BNS alone, the probability that
a local neighbor is unchoked is small. With BU alone,
the probability that a local peer is in the neighbor set is
small. Consequently, they cannot reduce inter-AS traffic
alone in scenarios where only a very small fraction of
the peers resides in the same AS. However, when they
are used in combination, the savings are up to 5 times
higher than for both mechanisms alone. This shows that
BU can push the performance of BNS in particular when
only few local peers are in the swarm.

Since we again have no bottleneck in the network, the
location of neighbors does not have an effect on the uti-
lized download bandwidth per peer. As a consequence,
the download times are not affected by the number of
stub-ASes nor by the different mechanisms. For all con-
figurations, the mean download times are slightly below
10 minutes.

4.4.3. Experiment “Inter-AS Bottlenecks”. In this sec-
tion, we investigate the impact of “inter-AS bottle-
necks”, i.e., bandwidth limitations of the links between
the stub-AS and the transit-AS. The experiment is moti-
vated by the fact that some providers throttle the band-
width of P2P connections leaving their network [11].

The authors of [11] show that under these conditions
locality awareness leads to a better application perfor-
mance since the bottleneck link is avoided and local con-
nections with higher throughput are preferred. To judge
whether BU also works well under these circumstances,
we limit the capacity of each inter-AS link in our topol-
ogy to 3072 kbit/s, i.e., three times the upload capacity
of one peer. We compare the results to the scenario with
no limitations on the inter-AS links, labeled ’Access bot-
tleneck’.

The interdomain bottlenecks result in generally lower
inter-AS bandwidths for all mechanisms (cf. Figure 5).
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No more than 7.68 MB/s can be uploaded from all
20 ASes simultaneously, because every one of the 20
links from a stub-AS to the transit-AS has a capacity
of only 3072 kbit/s. In contrast to regBT, the locality-
aware mechanisms keep the interdomain traffic below
that limit because inter-AS connections whose band-
width is limited on an inter-AS link are likely to be re-
placed by the intra-AS connections with higher band-
width. This is caused by the tit-for-tat policy of Bit-
Torrent which allocates upload slots to those peers from
which it gets the best download speed.

However, with inter-AS bottlenecks, the download
times are no longer independent from the mechanism
(cf. Figure 6), because different sources offer a differ-
ent bandwidth for download. Thus, the download times
for regBT are much longer than in the scenario where
connections are limited only by the access links. Since
here local peers with good connectivity may be discov-
ered only via the regular unchoking process, many low-
bandwidth connections via inter-AS links are utilized.
The effective capacity of the system is reduced, leading
to download times that are three times longer than with-
out inter-AS bottlenecks.

The locality-aware mechanisms on the other hand
foster the utilization of the better connectivity between
local neighbors since these are preferred anyways. In
our scenario, the combination of BU and BNS leads
to only a slight increase in the mean download times
compared to the scenario without inter-AS bottlenecks.
This can be explained by the fact that the mean inter-
AS bandwidth in the scenario without inter-AS bottle-
necks was already below the capacity limit introduced
by the inter-AS bottlenecks. Therefore, the performance
of BNS&BU is only affected to a minor degree. The im-
pact of the inter-AS bottlenecks is larger for BNS and
BU alone. Still, the mean download times are consid-
erably smaller than with regBT. From this experiment
we conclude that in case of inter-AS bottlenecks, BU
improves the mean download times compared to regBT
and the combination of BNS&BU leads to shorter down-
load times than BNS alone.
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Figure 6. Mean download times with and
without inter-AS bottlenecks.
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Figure 7. Mean inter-AS traffic for different
shares of locality promoting peers in the
swarm.

4.4.4. Experiment: “Fraction of Locality-Aware Peers”.
With the final experiment, we test what happens if only
a fraction of the peers in the swarm promotes local-
ity while the rest uses the standard BT implementation.
We vary the share of peers that utilize a locality-aware
mechanism from 0% (corresponding to the regBT case)
to 100% (corresponding to the previous results). Here,
we again simulate the 3 Mbit/s bottleneck in the inter-
AS links.

The inter-AS traffic of the regBT implementation is
again capped at the bandwidth limit introduced by the
inter-AS bottleneck links (cf. Fig. 7). The locality-
aware mechanisms save some of this inter-AS traffic
even if only 25% of the peers actively promote local-
ity. The savings increase with the share of peers utiliz-
ing locality-awareness. We also see that the addition of
BU again enhances the BNS mechanism, since the com-
bination of both leads to the largest savings.

As in the experiment before, the introduction of the
inter-AS bottleneck has an impact on the download
times of the peers, cf. Table 2. Here, we show the re-
sults separately for the two groups of peers, the ones
that do support and the ones that do not. The locality-
aware mechanisms all lead to shorter download times
than the regular implementation for both groups. Even if
only a fraction of the peers supports locality, it still helps
the swarm by generating new sources faster and provid-
ing more upload bandwidth to the local neighbors of the
locality-promoting peers. However, BU alone performs
worst of the biased algorithms. Not only do the peers
supporting BU experience the longest download times,
they also do not improve their performance significantly
over the peers that do not support locality.

In contrast, the peers implementing BNS and the
combination of BNS and BU decrease their download
times of the file by more than 50% in any scenario. They
also perform better than the group ignoring locality, al-
though this advantage diminishes when a larger part of
the swarm is locality-aware. This again is due to the fact
that regular peers also profit from the better performance
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Locality Promoting Peers
Share (%) 25 50 75 100

regBT - - - -
BU 22.95 20.24 18.54 16.65

BNS 13.04 13.59 13.52 13.40
BNS&BU 10.90 11.39 11.14 11.09

non-Locality Promoting Peers
Share (%) 25 50 75 100

regBT - - - 29.50
BU 24.85 21.41 18.94 29.50

BNS 22.25 18.43 16.41 29.50
BNS&BU 20.33 15.89 14.00 29.50

Table 2. Mean download times (in minutes)
of locality promoting peers (top) and non-
locality promoting peers (bottom).

of the locality-aware peers.

5. Conclusion

In this paper, we compared the standard BitTorrent
implementation and a variant including Biased Neighbor
Selection with our new approach of Biased Unchoking.
We found that Biased Unchoking works best in scenar-
ios with high load on the swarm. The combination of Bi-
ased Neighbor Selection with Biased Unchoking leads
to the best performance in this comparison, since Biased
Neighbor Selection provides the local neighbors that can
then be preferred by Biased Unchoking. Thus, both
mechanisms complement each other well and should be
used together.

In scenarios with a bandwidth bottleneck in the inter-
AS links, a combination of Biased Unchoking with Bi-
ased Neighbor Selection also leads to shorter download
times, in accordance with earlier results showing that
traffic locality profits more from interdomain link lim-
its. Even if only a fraction of the peers in a swarm used
the two mechanisms, the whole swarm as well as the
underlay providers profit.

As future work, we will consider more complex
topologies and locality metrics, as well as other appli-
cations, such as video-on-demand streaming as imple-
mented in Tribler [5]. Also, scenarios with heteroge-
neous access speeds of the peers will be evaluated.
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Abstract—Locality-awareness is considered as a promising
approach to increase the efficiency of content distribution by
peer-to-peer (P2P) networks, e.g., BitTorrent. It is intended to
reduce the inter-domain traffic which is costly for Internet service
providers (ISPs) and simultaneously increase the performance
from the viewpoint of the P2P users, i.e, shorten download
times. This win-win situation should be achieved by a preferred
exchange of information between peers which are located closely
to each other in the underlying network topology.

A set of studies shows that these approaches can lead to
a win-win situation under certain conditions, and to a win-no
lose situation in most cases. However, the scenarios used assume
mostly homogeneous peer distributions and that all peers have
the same access speed. This is not the case in practice according to
several measurement studies. Therefore, we extend previous work
in this paper by studying scenarios with real-life, skewed peer
distributions and heterogeneous access bandwidths of peers. We
show that even a win-no lose situation is difficult to achieve under
those conditions and that the actual impact for a specific peer
depends heavily on the used locality-aware peer selection and the
concrete scenario. Therefore, we conclude that current proposals
need to be refined so that users of P2P networks can be sure that
they also benefit from their use. Otherwise, a broad acceptance
of the concept of locality-awareness in the user community of
P2P networks will not take place.

I. INTRODUCTION

P2P networks are widely used in today’s Internet for content

distribution. Since they generate a large fraction of the total

traffic in the Internet, a lot of research effort is recently put

in the optimization of such P2P-based content distribution

networks. In particular, those optimizations are designed to

reduce so-called inter-domain traffic, which is said to be costly

for the Internet service providers (ISPs). Furthermore, an

IETF working group on application layer traffic optimization

(ALTO) was established in November 2008 to standardize a

protocol to guide the peer selection process and make it “better

than random” as it is now.

Locality-awareness is one of the most promising concepts in

this field. It equips peers with knowledge about the underlying

network topology, e.g., to which autonomous system (AS) they

belong. This information enables peers to prefer local neigh-

bors, i.e., peers located in the same AS, for data exchange.

Various implementations of this concept have been proposed

This work has been performed in the framework of the EU ICT Project
SmoothIT (FP7-2007-ICT-216259). The authors alone are responsible for the
content of the paper.

and evaluated in literature, e.g. in [1], [2], [3], or [4]. All

these studies show that a considerable amount of inter-domain

traffic can be saved under certain circumstances when locality-

aware peer-selection mechanisms are used. In addition, the

performance of the users remains almost unaffected in most of

the investigated scenarios, which leads to the conclusion that

locality-awareness creates a win-no lose situation: the ISPs

benefit and the users do not suffer.

In contrast to the aforementioned work, we show in this

paper that a win-no lose situation is difficult to achieve under

the real-life conditions we observe in today’s Internet. The

scenarios we investigate here differ mainly in two aspects from

the ones considered in the previous work: First, we consider

skewed peer distributions, i.e., a few ASes contain a large

number of peers and most ASes contain only very few peers.

According to the measurement studies presented in [5] and [6],

these distributions are typical for today’s BitTorrent swarms.

Second, not all peers in a swarm have the same access speeds

(cf. [7]) as assumed in most previous works. Conversely, we

study the impact of locality-awareness for peers with different

access speeds.

We assume that locality-awareness will only be successfully

adopted in practice if the great majority of P2P users has

an incentive to switch to the new mechanisms or at least

does not object to do so. Some ISP-based solutions are

under discussion which do not require the P2P users or the

overlay providers to cooperate [1]. However, we argue that

P2P developers will find ways to bypass those solutions if

they lead to a reduced application performance for P2P users,

e.g., by encrypting the data exchange. Therefore, we focus

on the user’s point of view and investigate the impact of

different locality-aware peer selection strategies in scenarios

motivated by measurement studies of real P2P networks. We

show that skewed peer distributions and heterogeneous access

bandwidths have a significant impact on locality-awareness

and that there is no general no lose situation for all peers.

Instead, it depends strongly on the concrete implementation

of locality-awareness which peers will benefit from locality-

awareness and which will not. In practice, a specific user

will probably not know whether he benefits or loses in a

concrete scenario. Therefore, we argue that P2P users will

be hesitant to use these mechanisms because they cannot be

sure that their application performance is not degraded. As

a consequence, the locality-awareness mechanisms currently

under discussion need to be refined so that they guarantee a



win-no lose situation in real-world scenarios.

The performance evaluation uses BitTorrent as an example

P2P application for content distribution because BitTorrent is

one of the most prominent P2P networks and currently most

widely used. Furthermore, adaptations for locality-aware peer

selections already exist for this protocol and are currently

under discussion in the IETF.

The paper is structured as follows. Sect. II reviews previous

work. In Sect. III we present BitTorrent and locality-aware

peer selection mechanisms. After the description of our simu-

lation setup, we show the results of our performance evaluation

in Sect. IV. In Sect. V we conclude the paper.

II. BACKGROUND AND RELATED WORK

We first review various approaches of locality-awareness

as well as studies investigating mainly its benefits. Then, we

present related work regarding the limits of locality-awareness.

Finally, we give a short overview of measurements of skewed

peer distributions in real BitTorrent swarms on which we base

our evaluation scenarios.

A. Implementation Proposals for Locality-Awareness

One of the first approaches to locality-awareness in P2P

networks was proposed in [3]. There, peers query a so-called

“oracle” which is maintained by the ISP where the respective

peers are located. The oracle ranks the peers according to

the preferences of the ISP and sends this information back to

the peers. Consequently, they can include traffic engineering

policies in their peer selection. The evaluation is based on the

Gnutella protocol. In contrast, we use the BitTorrent protocol

in this study because it is the most widely used P2P protocol

today, mainly contributing to the high load of P2P traffic in

the networks.

In [1], Bindal et al. propose biased neighbor selection (BNS)

for BitTorrent-like P2P systems. With BNS, the neighbor

set of a peer is modified to contain preferentially peers in

the same AS. This can for example be implemented by a

modified tracker which is aware of the ASes where peers are

located. The evaluation of BNS in [1] uses simulations with a

homogeneous peer distribution of 700 peers over 14 ASes. The

results show that a large fraction of the inter-AS traffic can be

saved by BNS and that the median as well as 95th percentile

of the download times are decreased. In [2], an approach very

similar to BNS is investigated by experiments of up to 10.000

real BitTorrent clients which are homogeneously distributed

among 10 ASes. According to the results, BitTorrent locality

can be “pushed to the limit”, i.e., the neighbor set of all

peers contains almost only local peers, without degrading the

performance for the viewpoint of a P2P user.

The P4P project [8] goes further and also considers the

intra-AS topologies in addition. The authors propose to create

an iTracker that communicates to the P2P application and

gives recommendations about which peers to contact. Finally,

a plugin called “Ono” for the open-source BitTorrent client

Vuze is presented and evaluated in [9]. The main difference

of Ono to the approaches described above is that it does not

rely on a central entity which guides the inclusion of peers in

the neighbor set of a peer. Instead, it uses the similarity of the

redirection ratio of CDN servers as a metric describing how

close peers are.

Biased unchoking (BU) is a complementary mechanism to

BNS proposed in [4]. It does not influence the neighbor set of a

BitTorrent peer but the choke algorithm which determines the

actual data exchange in a BitTorrent P2P network. Like in [1]

and [2], the study is based on a homogeneous peer distribution

and shows that inter-AS traffic can be saved without decreasing

the efficiency of the distribution process seen by the users, i.e.,

without increased download times. A similar approach to [4]

is taken in [10] and the evaluation in a PlanetLab environment

shows that download times can be slightly reduced on average.

The work presented in [11] compares different locality-

awareness solutions for BitTorrent-based file-sharing and

video-streaming. The authors point out that there is a trade-

off between reducing inter-domain traffic and fairness among

peers in terms of the data the peers upload. They also study

the download and stall time of the peers but do not consider

the impact of the distribution of the peers over the ASes.

In contrast to the studies mentioned above, we focus on

scenarios with swarm sizes and peer distributions observed

in real BitTorrent swarms [5], [6], i.e, with heterogeneous

peer distributions and heterogeneous access bandwidths of

the peers. We study their impact on the performance of a

BitTorrent network for the P2P user and explain which users

can benefit from locality-awareness and which not.

B. Limits of Locality-Awareness

In [12], the authors present three pitfalls for ISP-friendly

P2P design: limited impact, reduced performance and ro-

bustness, and conflicting interests. They show that locality-

aware peer selection has no impact when there are only very

few peers of a swarm in the same AS. The second issue is

similar to the focus of this paper and investigates application

performance. The third pitfall considers different types of ISPs

and the authors argue that strategical behavior of ISPs can

limit the applicability of locality-awareness. The difference to

this study is that we focus on the users’ point of view and

simulate a BitTorrent swarm with detailed peer behaviors, e.g.,

the choke algorithm with the tit-for-tat policy. In addition, we

simulate the concrete implementations of locality-awareness

mechanisms currently under discussion, i.e., BNS, BU, and

the combination of both. In this way we show that different

implementations lead to a different application performance,

which is neglected in [12], and explain which users benefit

in which scenarios by using BNS, BU, or the combination of

them.

The Internet-draft “Mythbustering P2P Locality” [13] is a

collection of facts and conclusions regarding the performance

improvements by locality-awareness. It mentions that appli-

cation performance may suffer and that a swarm may be

weakened by a locality-aware peer selection without giving

concrete evaluation results.



Our work differs from the above mentioned by the fact that

we focus on the perspective of the user. This is crucial because

P2P users and developers will not change to new algorithms if

they have no incentive to do so and if only the ISPs profit from

locality-awareness. To that end, we investigate the two main

approaches of locality-awareness, BNS and BU, in scenarios

derived from real-world measurement studies. This shows that

the concrete implementation of locality-awareness and the

scenario have a large impact on whether all or some users

can benefit or not.

C. Skewed AS-Distributions of Real BitTorrent Swarms

A large-scale measurement campaign which analyzes the

AS-distribution of peers in more than 250,000 BitTorrent

swarms is presented in [6]. For the measurements, all movie-

and music .torrent-files have been downloaded from the Mini-

nova index site in April 2009 and the AS-distribution of the

peers was obtained via distributed measurements. The study

reveals that the AS-distribution is heavily skewed and the

authors propose to model the probability P (k) that a peer

belongs to the k-th top AS of a swarm involving n ASes as

P (k) = a/kb + c. The parameters a, b, and c depend on the

actual swarm size and the number of involved ASes.

The approach taken in [5] is very similar. The authors

propose to model P (k) = K/(k + q)α as a Mandelbrot-

Zipf distribution where K = 1/
∑n

k=1
1/(k + q)α and the

parameters q and α are used to fit the data. The measurements

were performed during the years 2007 and 2008 and comprise

more than 70,000 BitTorrent swarms mainly advertised by

www.btmon.com.

III. LOCALITY-AWARENESS SOLUTIONS FOR BITTORRENT

We use the BitTorrent protocol as the basic file-sharing

overlay because it is in widespread use and creates a significant

share of today’s Internet traffic. Furthermore, the wide majority

of the studies presented in Sect. II is based on this type

of overlay. In the following, we briefly describe the key

mechanisms of BitTorrent and explain the adaptations for

locality-awareness which are used in this study. A detailed

description of BitTorrent can be found in [14] and [15].

A. Key Mechanisms of BitTorrent

The BitTorrent protocol forms a mesh-based overlay called

swarm for each shared file. To facilitate a multi-source down-

load, the shared file is split into pieces which are called chunks.

These chunks are in turn separated into sub-pieces or blocks.

A peer joining a swarm initializes its neighbor set by con-

tacting a tracker, i.e., an index server with global information

about the peer population of a swarm. A standard tracker

responds to queries with a random subset of all peers. Once

a peer has received a list of contacts in the swarm, it tries to

establish connections to them and adds them to its neighbor set

if they accept the connection. All peers keep their neighbors

informed about which chunks of the file they already have.

In this way, a peer knows in which neighbor it is interested,

i.e., which neighbors have chunks that it still needs, and it can

signal this interest to them.

Every 10 seconds, a peer decides to which of its interested

neighbors it will upload data to. These peers are called

unchoked, the remaining peers are choked. In standard Bit-

Torrent, there are 3 regular unchoke slots which are awarded

to the peers that offer the currently highest upload rate to

the local peer. This strategy is called tit-for-tat and provides

an incentive for peers to contribute upload bandwidth to the

swarm. Additionally, every 30 seconds a random peer not

currently unchoked is selected for optimistic unchoking for the

next 30 seconds. This allows a peer to discover new mutually

beneficial data exchange connections. If the local peer has

already downloaded the complete file, i.e., it is a seeder, the

slots are given to all interested neighbors in a round-robin

fashion.

B. Adaptations for Locality-Awareness

In order to evaluate the effects of locality-awareness on

the user, we consider the two main client adaptations that

utilize information about the underlying network topology.

The best known approach to this is biased neighbor selection

(BNS), which was first presented in [1]. We briefly describe

the specific implementation of BNS used in our experiments

as well as the second locality-promoting client mechanism,

biased unchoking.

Both mechanisms need a locality metric to decide which

peers are considered closer than others. The predominant so-

lution in literature, e.g., used in [1], [2], [4], is to differentiate

between peers in the same AS (local peers) and peers in

other ASes (remote peers). Therefore, we keep this simple

differentiation and assume that all peers have access to the

information which other peers are local or remote to them.

This could be implemented in practice for example by an

information service provided by the ISP [16] or by contacting

public databases.

1) Biased Neighbor Selection: BNS is a rather general ap-

proach suitable for most overlays. As a consequence, different

forms of it are proposed in [1], [3], [8], [9]. It changes the pro-

cess of the overlay neighbor selection, so that more local peers

are established as neighbors. For BitTorrent-based overlays,

there are two major alternatives for a BNS implementation,

namely the tracker-based and the peer-based BNS. The first

changes the responses of the tracker so that no longer random

peers from the swarm are returned. Instead, the response

includes a configurable share of local peers. Provided that the

tracker has access to this kind of locality information, this

change is easy to implement since it affects only the tracker

[1]. However, it takes the decision about promoting locality

from the end user.

Since the willing cooperation of the user in any locality-

awareness approach is crucial for its success, we consider

the second implementation alternative in this work. Peer-based

BNS leaves it to the client to gather locality information about

potential neighbors and to decide which contacts should be

added to the neighbor set. Thus, the user is not forced to



promote locality. The specific implementation used in our

experiments queries the tracker for a much larger number

of contacts (1000) than in standard BitTorrent clients (50).

It then tries to keep a fraction lBNS of local neighbors in its

neighbor set. To this end, connections to peers in the same AS

are established until the required number of local neighbors is

reached or no more local contacts are known. In both cases,

the missing number of neighbors is taken from remote peers

until the BitTorrent standard minimum value of 40 neighbors

is reached. If not mentioned differently, we set lBNS = 0.9.

This a conservative choice compared to [2], where values up

to 0.999 are investigated, and [1] where 34 out of 35 neighbors

are local if possible. However, lBNS = 0.9 already shows that

too strict preferences for local peers can increase the download

times for some of the peers.

2) Biased Unchoking: The biased unchoking (BU) mech-

anism evaluated here was presented in [4] and is specifically

targeted to BitTorrent-like P2P networks. It works as follows:

local neighbors are preferred in the unchoking process, i.e.,

chunks are preferentially uploaded to local peers. To this end,

the optimistic unchoke slot is assigned to a local neighbor with

probability lBU if a local neighbor is present. Via the tit-for-

tat policy of BitTorrent, this small modification has also an

impact on the three regular unchoke slots.

For high values of lBU , the traffic exchange between peers

in different ASes can be significantly reduced even if only

a small number of peers is in the same AS [4]. If not

mentioned differently, we set lBU = 0.9. Again, that is a

more conservative choice than in [4], but sufficient to show

a negative impact. In addition, it leads to similar preferences

for local peers as lBNS = 0.9 in Sect. III-B1.

IV. PERFORMANCE EVALUATION OF

LOCALITY-AWARENESS IN HETEROGENEOUS SCENARIOS

This study differs from previous work mainly in the sce-

narios we consider in our performance evaluation. Therefore,

we first describe the chosen settings and parameters. Then, we

investigate the impact of locality-awareness in heterogeneous

scenarios by simulations and explain why our results differ

from the ones obtained in homogeneous scenarios.

A. Simulation Scenarios

The simulation setup is very similar to the one used in [4].

We consider one BitTorrent swarm which exchanges a file of

size 154.6 MB generated from an example TV show of about

21 minutes in medium quality. The file is divided into chunks

of 512 KB and every chunk into blocks of 16 KB.

We simulate the swarm for 6.5 hours. It is initialized with

the original seed before the arrival process of the regular peers

starts. Since we are interested in the steady state of the swarm,

we discard the warm-up phase of 1.5 hours in which the

swarm population increases until the steady state is reached.

Although the population of real swarms is not constant over

the whole lifetime of a swarm, the steady state remains a good

approximation for time periods in the order of hours.

The arrival process of the peers is modeled as a Poisson

process with a mean inter-arrival time of 10 s. After a peer

has downloaded the whole file, it remains in the swarm for

an additional seeding time. The seeding time is exponentially

distributed and on average 10 minutes long. As a result, we

measured that the swarm contains on average about 100 to 200

peers. According to a measurement study of real BitTorrent

swarms [6], these are typical values for medium-sized swarms

observed in practice.

The multi-AS network we simulate forms a star topology

and consists of one transit AS and n = 20 stub ASes where

every AS k ∈ {1, . . . , n} is connected to the transit AS

via an inter-AS link (cf. Fig. 1). The tracker and the initial

seeder are placed in this transit AS for symmetry reasons. The

transit AS does not contain any further peer besides the initial

seeder that has an upload capacity of 10 Mbps and goes offline

after one hour of simulation time. This topology is simple,

but sufficient for our purposes for the following reasons. The

mechanisms for locality-awareness we study differentiate only

between local and remote peers and ignore the actual AS-paths

between the peers. Furthermore, we model the inter-AS links

as well dimensioned and focus in our evaluation on the volume

of inter-AS traffic and not on its paths. Consequently, we can

abstract from a complex AS-level topology connecting the stub

ASes and use a single transit AS for our simulations.

In this study, we investigate heterogeneous peer distribu-

tions, i.e., some ASes contain more peers than others. This

is motivated by the fact most of the peers participating in a

swarm are usually located in a small number of ASes [5],

[6]. [6] proposes to model the probability P (k) that a peer

belongs to the k-th largest AS in a swarm involving n ASes

in the form P (k) = a/kb + c and gives example values for

n = 40 ASes of a = 0.08, b = 0.8, and c = 0.01 (for music

files) and a = 0.14, b = 1.16, and c = 0.01 (for movie files).

In [5] a Mandelbrot-Zipf distribution P (k) = K/(k + q)α

is used for that purpose with K = 1/
∑n

k=1
1/(k + q)α.

They provide concrete values for the parameters q = 10 and

α = 1.33 only for very large swarms with more than 5000

peers spread over roughly 1000 ASes. For swarms with less

300 peers the data presented in [5] suggests that an adequate

value q is significantly smaller than q = 10, concrete values

are however not given.

As a consequence, we use in this study the Mandelbrot-Zipf

distribution in a simplified form

P (k) =
1/k

∑n

i=1
1/k

, k ∈ {1, . . . , n}. (1)

which can be seen as the common denominator of [5] and

[6]. The aforementioned values presented in [6] suggest b ≈ 1
and c ≈ 0. With a = 1/

∑n

k=1
1/k this leads to the Eq. (1)

as well as the Mandelbrot-Zipf distribution in [5] for q = 0
and α = 1. For the sake of readability, we refer to ASes with

small AS numbers k as ’large ASes’ and to those with high

AS numbers k as ’small ASes’. For the homogeneous peer

distribution, which we use for comparison, the peer arrival

process is equally distributed over all stub ASes. Both peer
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Fig. 3. Average download time of the peers
in AS k in the scenario with heterogeneous peer
distribution and heterogeneous access speeds.

distributions are illustrated for n = 20 ASes in Fig. 2.

In addition to heterogeneous peer distributions, we investi-

gate scenarios with heterogeneous access speeds of the peers.

Measurements in [7] show that the peers in a swarm can be

clustered according to their access speeds. That means that

for example 20% of the peers in a swarm have 128 kbps

upload capacity, 30% have 256 kbps, 40% have 512 kbps and

the rest is faster. The concrete numbers and cluster sizes

depend mainly on the ISP where the peers are located. To

keep things simple, we abstract from the concrete numbers

and create two equal sized groups of peers: one with 16 Mbps

down- and 1 Mbps upstream, as mentioned before, and one

with 4 Mbps down- and 256 kbps upstream. Consequently, half

of the peers in the swarm are “fast” peers and the other half are

“slow” peers. As we will see, this suffices to show the effect

that locality-awareness has on swarms with heterogeneous

bandwidth distributions. When we study homogeneous access

speeds, all peers are connected to their stub AS with an access

speed of 16 Mbps downstream and 1 Mbps upstream, which

are typical values for the DSL access technology.

The simulator used in this work is based on the P2P

simulation and prototyping Java framework ProtoPeer [17],

[18]. The simulator contains a flow-based network model

adopting the max-min-fair-share principle [19]. It mimics the

property of TCP that the bandwidth of a link is shared

among competing data flows. Still, the computational effort

is smaller than for a packet-based network model. This is

important since every simulation run consists of more than

2300 BitTorrent peers simulated in detail and several runs have

to be performed for each scenario. On top of the ProtoPeer

framework, we implemented the BitTorrent functionality and

behavior as described in [14] and [15]. This implementation

includes all key mechanisms, in particular the piece selection

mechanisms, the management of the neighbor set, and the

choke algorithm. Furthermore, the complete message exchange

among the peers themselves and between peers and the tracker

is simulated in detail.

For all scenarios we evaluate the BitTorrent reference imple-

mentation (’Ref’), its locality-awareness adaptations BNS and

BU, and a combination of both (’BNSBU’). As performance

indicators we measure the download time of the peers and the

inter-AS traffic. We perform 15 simulation runs with different

seeds for the random number generator for every configuration

and show average values as well as 95% confidence intervals

in the corresponding figures.

B. Homogeneous vs. Heterogeneous Scenarios

In our first experiment, we want to establish the fact that

there are major qualitative differences between the usually

considered homogeneous scenarios and a more realistic het-

erogeneous one. To this end, we compare the mean download

times for peers in the different ASes. First, we consider a

swarm where peers are homogeneously distributed among all

20 ASes and have the same access capacities of 16 Mbps

downstream and 1 Mbps upstream. We measure the average

download time of the peers in every AS during simulation and

observe that they do not differ significantly between different

ASes. This is not very surprising due to the completely

homogeneous setup. Therefore, we omit the corresponding

figure.

Next, we consider a swarm where both the peer distribu-

tion among the ASes as well as the access bandwidths are

heterogeneous. Every AS contains on average 50% fast and

50% slow peers so that the average access speeds are the

same for all ASes. In this scenario all the mechanisms lead to

different download times (Fig. 3) while they had no impact

in the homogeneous one. Some peers benefit from certain

mechanisms by downloading the file faster while others take

longer. With BU, for example, peers in large ASes (i.e., with

small AS numbers k) can download the file faster than with

regular BitTorrent. In contrast, peers in small ASes take longer.

This is completely different when BNS is used. Thus, we

conclude that there is no general no-lose situation for the

users as a whole, and that the effect of a real-life scenario is

different for different locality-awareness mechanisms. In the

following, we will take a deeper look at the individual aspects

of this scenario, namely the skewed peer distribution and the
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(c) Average number of interested neighbors of
peers in AS k.
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(d) Average outgoing inter-AS traffic of AS k.
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(e) Average incoming inter-AS traffic of AS k.
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(f) Average intra-AS traffic of AS k.

Fig. 4. Simulation results for the scenario with heterogeneous peer distribution and homogeneous access speeds of the peers.

heterogeneous access bandwidths, and explain the different

shapes of the curves in Fig. 3 in detail.

C. Impact of Heterogeneous Peer Distributions

We first consider the case where the access bandwidths are

homogeneous, but the peers are distributed heterogeneously

among the 20 ASes according to Eq. (1) as described in

Sect. IV-A. The resulting average download time of the peers

in the individual ASes is depicted in Fig. 4(a). When BU

is used, the mean download time for peers in larger ASes

decreases while the peers in smaller ASes take longer to

download the file. This is due to the fact that a peer using

BU preferentially unchokes local neighbors if possible, i.e,

it uploads to local neighbors. However, peers in small ASes

know only a small number, if any, of local interested neigh-

bors, and therefore can only prefer them in the unchoking

process in rare cases. Thus, the upload capacity of these peers

is mainly distributed among all ASes. In contrast, peers in

large ASes know interested local neighbors almost all the

time. Consequently, they upload to a local neighbor very often.

Therefore, the upload capacity of peers in a large AS is mainly

utilized for connections within that AS. Furthermore, large

ASes receive additional upload capacity from peers in small

ASes when those peers have no interested local neighbor in

their neighbor set. That shifts the global allocation of upload

capacity in the swarm towards large ASes.

In contrast, BNS leads to longer download times in the

largest AS in comparison to both regular BT and peers in

the rest of the swarm. This effect seems counter-intuitive,

but can be explained when considering the composition of

the neighbor set of the peers. With BNS, peers in AS 1

have a higher number of neighbors than peers in other ASes

(Fig. 4(b)) and therefore also more peers which are interested

in downloading from them (Fig. 4(c)). The reason is that peers

in AS 1 are not only contacted by others peers in AS 1 but

also with a high probability by peers in small ASes because

BNS fills the neighbor set with random peers if a sufficient

number of local peers is not available. As a consequence of

the increased number of peers interested in a peer in AS 1,

its upload capacity is shared among a larger set of peers and

every one of them receives a smaller portion. Finally, peers in

AS 1 have a large number of local neighbors and download

almost exclusively from them. Hence, a peer in AS 1 receives

less upload capacity from the swarm than other peers.

Returning to the download times of the peers, BNSBU

shows a combination of both effects described for BU and

BNS. While the neighbor set composition has the same char-

acteristics as in the pure BNS case, the unchoking policy of

BU offsets the disadvantages of peers in large ASes. Therefore,

the download times in larger ASes are shorter than in smaller

ASes, but peers in the largest AS in our scenario still take

longer to download the file than in the second largest AS.

Despite our focus on the user’s perspective, we take a short

look at the inter- and intra-AS traffic. We can observe that
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Fig. 5. Average download time per peer group,
scenario “fast vs. slow ASes”.
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Fig. 6. Average incoming inter-AS traffic of AS k,
scenario “fast vs. slow ASes”.
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Fig. 7. Average download time per peer group,
scenario “mixed access speeds”.

the saving potential, both for outgoing and incoming inter-

AS traffic, grows with the share of peers in an AS (Fig. 4(d)

and (e), respectively). Especially when implementing locality-

awareness both in the neighbor selection and in the unchoking

process, larger ASes can reduce their incoming and outgoing

traffic by a much larger factor than ASes with only a few

peers in the swarm. If such an AS belongs to a Tier2 or Tier3

ISP which is charged by either its uploaded or downloaded

traffic or the maximum of both, this translates into higher cost

savings. With the right locality-awareness mechanisms, e.g.,

BU, both the end user in a large ISP and the ISP itself may

benefit, however at the cost of other peers in the swarm.

In contrast, ISPs with only a small number of peers per

swarm are not likely to profit much from locality-awareness

because there are only few options for peers in these ASes

to choose local neighbors. The better part of such a peer’s

contacts have to be from remote locations even when it applies

BNS. All these findings regarding the reduction of inter-AS

traffic are in line with literature (cf. [4]).

D. Impact of Heterogeneous Access Capacities

In this section, we investigate the effect of locality-

awareness in swarms with heterogeneous bandwidths, but a

uniform peer distribution. Like in Sect. IV-B, half of the peers

have a fast access of 16 Mbps download and 1 Mbps upload

bandwidth and the other half have a slow access with 4 Mbps

download and 256 kbps upload bandwidth.

We consider two scenarios. The first one is called “fast vs.

slow ASes”. In that scenario, all the fast peers are located in

ASes k ∈ {1, . . . , 10} and all slow peers are located in the

rest of the ASes. This mimics the situation that some ISPs

which are technologically more advanced than others offer

their costumers higher access speeds. In the second scenario

called “mixed access speeds”, fast and slow peers are equally

distributed over all ASes. This scenario is quite common in

practice because most ISPs offer their customers different

access speeds.

1) Scenario “Fast vs. Slow ASes”: In this scenario the

peers in the fast ASes can download the file on average in

about 20 minutes whereas the peers in the slow ASes need

about 40 minutes when no locality-aware mechanism is used

(’Ref’ in Fig. 5). This is due to the unchoke algorithm of

BitTorrent which fosters that peers with roughly the same

access speeds preferentially exchange data among each other

[20]. However, these peers cannot be found instantaneously

when a peer joins the swarm. In contrast, it takes some time

until they are discoverd by the optimistic unchoking. When

BNS and/or BU is used, this time is reduced and that leads to

shorter mean download times of the fast peers and to longer

ones for the slow peers. With BNSBU the fast peers need

only about 15 minutes, for the slow peers it takes four times

longer. This could be interpreted as an increased unfairness,

but it is also possible to argue that it is the right of the peers

that upload fast to download fast. We leave that question open

to the reader.

Additionally, the results show that locality-awareness in-

creases the mean download time of all peers (Fig. 5) be-

cause the fast peers leave the swarm earlier due to their

reduced download time. In other words, locality-awareness

decreases the overall efficiency of the distribution process

in this scenario. In general, users in ASes with a lower

bandwidth than in the rest of the swarm will not benefit from

locality-awareness and can therefore not be expected to adopt

a locality-promoting mechanism.

To give an impression of the effect of locality-awareness on

the traffic, we show the average bandwidth of the incoming

inter-AS traffic of the individual ASes in Fig. 6. We see that

fast ASes profit more from locality-awareness here because the

peers in these ASes finish their download faster and provide

additional upload capacity to peers in the slow ASes. Thus, the

decrease in incoming inter-AS traffic is smaller for the slow

ASes.

2) Scenario “Mixed Access Speeds”: In contrast to the

previous scenario, the access bandwidths of the peers in the

swarm are still heterogeneous, but both slow and fast peers

are evenly distributed among the 20 ASes. As expected, the

mean download time for the swarm as a whole is not affected

by the locality-awareness mechanisms we consider here, cf.

Fig. 7. In addition, the average download time is similar in

all ASes because there are no topological differences between

them. In general, the peers with the fast access take less time
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Fig. 9. Impact of the parameter lBNS ∈ {0.5, 0.9} of BNS on the average
download times (a) and the incoming inter-AS traffic (b).

to download the file, which is due to their higher download ca-

pacity and because they are favored by the tit-4-tat algorithm.

BNS does not differ here from the regular BT implementation.

In contrast, the mechanisms including BU lead to shorter

download times for slow peers and longer download times

for fast ones. This is mainly owed to the fact that the fast

peers allocate their optimistic unchoke slots mostly to local

neighbors which might have only a slow uplink. This prolongs

the process of finding fast but remote peers. Free-riding may be

a bit more attractive in those scenarios since the AS affiliation

of a peer is considered in the unchoking process in addition

to the upload speed of the peer. However, we do not elaborate

further on free-riding and leave the impact of non-standard

BitTorrent clients such as BitTyrant or BitThief as future work.

For the swarm as a whole, the results can be interpreted as a

fairer distribution of the upload capacity. However, the peers

that contribute more resources have less incentives to do so

if they are not rewarded. We conclude that in this scenario

BU and BNSBU lead to more balanced download times while

the contrary is true in the scenario “fast vs. slow ASes”. This

shows that the actual bandwidth distribution of peers has a

significant impact on the performance of locality-mechanisms

experienced by the user.

E. Impact of the Degree of Locality-Awareness

So far, we observed that locality-awareness can introduce

unfairness in a swarm. Now, we want to find out whether

the degree of unfairness can be influenced by the parameters

of the locality-aware mechanisms. Typically, this is a value

which determines the probability that local peers are favored

over remote peers. In the algorithms considered here, these

are the locality values lBU and lBNS . Thus, we now vary

these values. We first compare the results for lBU ∈ {0.5, 0.9}
and later on for lBNS ∈ {0.5, 0.9}. When we study the

impact of lBU , we keep lBNS = 0.9 fixed and vice versa.

For the evaluation of these parameters, we use the scenario

with a skewed peer distribution in the topology described in

Sect. IV-A and homogeneous access speeds.

The effect on the average download times for values of

lBU ∈ {0.5, 0.9} is shown in Fig. 8(a). With lBU = 0.5, i.e.,

a less strict preference of local peers, the average download

times are more uniform over the individual ASes, especially

for BU alone. For the combination of BNS and BU, the

negative effect of BNS on the large ASes, described in

Sect. IV-C, is offset less with this parameter. Consequently,

the mean download times are uniform for the small ASes, but

the large ASes are still at a disadvantage.

While a lower preference for local peers can lead to more

balanced average download times, it also influences the achiev-



able traffic savings. Fig. 8(b) shows, again on the example of

the downlink traffic of ASes, that the used bandwidth increases

with a lower degree of locality-awareness. Thus, the parameter

lBU can be used to directly influence the trade-off between

unfairness in the swarm and cost savings by traffic reduction.

A similar effect can be achieved by reducing the degree

of locality in the BNS mechanism. We compare the down-

load times of the peers in different ASes for the locality-

promotion schemes BNS and BNSBU with the parameter

lBNS ∈ {0.5, 0.9}. The results are shown in Fig. 9(a). We

observe that the significant increase in the download times for

the largest AS vanishes for lBNS = 0.5, i.e., a lesser degree

of locality. With BNS alone, the download times are fairly

distributed, while the combination of BNS with BU shows the

heavy unfairness of the BU mechanism described earlier. This

is due to the fact that in this experiment, lBU = 0.9.

Again, the better fairness achieved by more conservative

parameters for locality-awareness is paid for by reduced

savings in inter-AS traffic, cf. Fig. 9(b). In particular, the

incoming inter-AS traffic of AS 1 increases by about 30%

(for BNS alone) or 25% (for BNSBU) when lBNS = 0.5 is

used instead of lBNS = 0.9. Similarly, but not shown here,

the outgoing inter-AS traffic increases in comparison with the

scenario where lBNS = 0.9.

These results show that more conservative parameters might

mitigate the negative effects of locality-awareness in terms of

unbalanced average download times but reduce simultaneously

the amount of inter-AS traffic that can be saved.

V. CONCLUSION

In this study we consider the impact of locality-awareness

mechanisms in P2P networks on content distribution from the

P2P user’s point of view. To this end, we questioned the

established locality promotion mechanisms and investigated

them in real-world settings. In particular, we checked the

impact of skewed peer distributions and heterogeneous access

bandwidths on the application performance for the mentioned

locality promotion mechanisms.

For our evaluation, we use BitTorrent as a well-known

example P2P application and investigate its performance when

biased neighbor selection and biased unchoking, including a

third method combining the two, are used as locality promo-

tion mechanisms. The most important conclusions from our

results are: (1) a win-no lose situation for ISPs and P2P users

is difficult to achieve in practice with the current locality-

promotion proposals and (2) current proposals introduce or

increase unfairness in the distribution process, in some cases

they even decrease the overall efficiency of the distribution

process. Thus, to summarize, current locality-aware peer-

selection mechanisms provide mainly a gain for the ISPs.

Some P2P users may benefit, some may lose by using a

locality-awareness implementation. What is the case for a spe-

cific user depends strongly on the concrete implementation of

the locality-aware peer selection mechanism and the properties

of the swarm. Therefore, we conclude that further refinements

of the mechanisms currently under discussion are necessary

and their benefits for P2P users have to be shown in real-

world scenarios.

Related to this, we formulate an interesting question we

plan to investigate in more detail. Differences in user perfor-

mances may lead to different users employing different locality

promotion mechanisms and even switching between different

schemes in the course of application operation. It is unclear

how the entire system behaves under these circumstances.
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Abstract—The paper presents a concept of the peer-to-peer
related traffic optimization. The mechanism is based on the
Oracle idea, where a peer is informed on closely located P2P
nodes suggesting connection to them. The Oracle gains the
relevant information on the basis of BGP databases, where the
important extension is related to using a cooperation mechanism
between different operators’ domains.

Index Terms—Autonomous System (AS), Border Gateway
Protocol (BGP), inter-domain traffic, overlay networking, peer-
to-peer (P2P) systems.

I. INTRODUCTION

According to the most novel research [1], peer-to-peer
(P2P)-related traffic (overlay traffic) represents approximately
45-70% of the Internet traffic. Majority of the traffic is not
exchanged within an operator’s domain [2] but is sent over sev-
eral Autonomous Systems (ASes) and inter-domain links. This
leads to inoptimalities, understood both as unnecessary load
of inter-domain traffic as well as large download (completion)
times for peers that do not connect proximate (located in the
same AS) peers, although they are available. The mechanisms
aimed at providing P2P traffic flow optimality are known as
the localization methods. The basic idea is to increase the
peers’ awareness of the localization of other peers and to
encourage peers to connect other peers located in the same
AS. This leads to the decrease of the inter-domain traffic.
Another optimization criterion would be the number of inter-
domain hops. This information can be obtained from Border
Gateway Protocol (BGP) [3]. If an operator’s AS is connected
to two or more ASes belonging to other operators the cost
of particular inter-domain links may differ. In such a case, an
operator is interested in exchanging most of the traffic over
cheaper links. This raises an additional optimization criteria
for a peer selection algorithm.

In this paper, we focus on optimization of the traffic
generated by one of the most popular P2P file-sharing ap-
plications, that is BitTorrent [4]. The approach is based on
cooperation of different ASes that exchange inter-domain rout-
ing protocol (i.e., BGP) data. The method promotes locality
as well as enables shifting of the inter-domain traffic from
expensive inter-domain links to cheaper ones, even if BGP
routers are asymmetrical. As BitTorrent uses the tit-for-tat
strategy assuming symmetrical behavior of peers exchanging
data, not taking into account the routing asymmetry could

be harmful. Communication between a device called Oracle
(following [5]), located in the client’s AS and the remote
Oracle in another peer’s AS is required for obtaining complete
information for the ranking. If Oracle is not available in the
remote domain, a Looking Glass Server, i.e., a server or a BGP
router which stores some publicly accessible BGP information
related to a given AS, could be used.

Section II overviews literature related to the covered topic.
Section III deals with practical considerations showing why a
single-way methods to optimize P2P-related traffic based on
only locally available BGP information might fail. Section IV
discusses how the optimization algorithms based on not nec-
essarily symmetrical BGP information can work. To support
this concept, in Section V we present the data obtained on
the basis of simulations that show a gain in comparison to
the Oracle methods based on BGP knowledge that is wrongly
assumed to be symmetrical. Finally, we summarize our work
in Section VI.

II. PREVIOUS WORK

The most novel survey on works related to the choice of the
optimal path from the viewpoint of the P2P nodes has been
performed in [6]. There are generally two ways to improve
the Internet Service Provider (ISP)-overlay cooperation, that
is network caching and locality (proximity) awareness [7].
Contrary to the former, the latter requires some level of a
cooperation with a client. Such methods can be based on
measurements or other, more robust data gathered by an
operator (like the one related to BGP). Thus, proposals related
to the robust information are rather preferred. According to the
authors’ knowledge, the first work that studied the potential of
the caches usage to improve the operation of P2P networks was
presented in [8], where the possibility to decrease bandwidth
utility was noticed. Ren et al. [9] propose to use data extracted
from BGP tables (i.e., AS-related information) and updates
along with the application layer delay measurements. It ranks
peers taking into account the number of hops to the remote
domain they are located in. However, they do not focus on
possibly arising problems related to the BGP routes asym-
metry. Aggarwal et al. [5] propose introduction of Oracle—
an ISP-owned facility, that will provide a P2P client with
information that helps to localize P2P-based traffic. It relies on
BGP information. A similar approach, yet more grounded in
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the BitTorrent concept is known as P4P [10]. Lately, a working
group has been created within IETF (ALTO, Application Layer
Traffic Optimization) to consume the effort performed so far
and to prepare a protocol that can be used between P2P nodes
and operator facilities to enable better transfer in P2P sys-
tems [11]. The European Project SmoothIT also takes a similar
perspective, and contributed draft [12] proposing a solution
based on BGP to ALTO. The project promotes an idea of
advanced Economic Traffic Management (ETM) [13] system
aimed at optimization of traffic flows related to different P2P
and overlay applications. The peers contacting a specialized
device known as SIS (SmoothIT Information Service) [14] are
offered a rating service of potential partners. We base on this
idea in proposing our Oracle facility that is also enhanced with
the functionality of inter-AS communications to gain more
global view of the inter-domain routing. However, contrary to
SIS, our Oracle only sorts (ranks) the potential partners list.

Although generally the operators viewpoint is adopted,
sometimes the optimization proposals focus on the user perfor-
mance, like in the case of streaming-related approach in [15].
Solutions that minimize operator’s involvement in localiza-
tion while having operator-related gains, also arise, see for
instance [16]. One of the most popular existing methods also
takes this perspective. It is the ONO plug-in to a BitTorrent
client, Vuze [17]. It gains information on the basis of Domain
Name System lookups correlated with global content delivery
network (Akamai) information.

III. ROUTE ASYMMETRY WITH BGP

Generally, the communication between two peers does
not need to follow the same path in the upstream (traffic
outgoing the AS) and downstream (traffic ingoing to the
AS) direction. To check this, we performed a study using
the publicly available Looking Glass Servers (LGS) listed at
www.traceroute.org. In this study, we checked 3499 pairs of
upstream and downstream paths analyzing the AS path length
(measured in AS hops) and egress/ingress nodes (related
to the upstream/downstream traffic, respectively) from every
analyzed LGS to each other LGS. The results are presented
in Table I. It can be noticed that only 28.5% of all pairs of
paths are fully symmetric, that is, the traffic traverses exactly
the same ASes and links in both directions. In contrast, for
35.5% of path pairs, the upstream and downstream routes are
completely disjoint. It is important to note that a neighbor AS
for upstream and downstream paths differs in case of as much
as 50.5% of total link pairs studied (rows 1 and 3 of the table).

Therefore, due to the route asymmetry, the optimization
algorithms that rely on a local BGP information might be
inaccurate. In such a case, if the path followed by packets
is not the same in both directions, we can also have wrong
information about the AS hops number (51% of path pairs,
rows 1 and 2 of the table). The situation is illustrated on a
simple example (Fig. 1). The client is located in AS100 and its
IP address is 100.100.100.1. The client got the unsorted
list of candidate peers from a tracker. Let us assume that
IP address of one of peers on the list is 155.155.155.1.

TABLE I
LOOKING GLASS SERVERS SCRUTINY RESULTS

[%]
The same

intermediate
ASes

The same
number of
AS hops

The same
neighbor_AS
for downstream

and upstream path
1: 35.5% No No No
2: 15.5% No No Yes
3: 15.0% No Yes No
4: 15.5% No Yes Yes
5: 28.5% Yes Yes Yes

28.5% 49.0% 49.5%

AS200

AS100

AS300

AS400

AS500

Peer
155.155.155.1

From routing table:
100.100.100.0/24 (BGP)

AS_PATH: 500, 100, I

Upstream Downstream

Client
100.100.100.1

i-Oracle

From routing table:
155.155.155.0/24 (BGP)
AS_PATH: 200, 300, 400, I

Fig. 1. Example architecture showing the asymmetry case. i-Oracle: internal
Oracle.

From the routing table in a BGP router located in the local
AS, we know that a client request to this peer will traverse
three autonomous systems. When the request reaches the peer,
it will send the downloaded file fragments (chunks) another
way, what is indicated by the BGP entry in the routing
table in the AS400. As this example shows, the downstream
distance, measured by AS hops number, is shorter than the
one for the upstream connection. Additionally, the content
will be downloaded from 155.155.155.1 via different
neighboring AS (AS500), other than the one via which request
is forwarded (AS200).

Summarizing, if the Oracle ranking algorithm takes into
account only the locally available BGP information, it uses
only the upstream related routing information and assumes
that both upstream and downstream are symmetrical. Then, it
can take improper decisions.

IV. PEER RANKING ALGORITHMS USING Oracle-Oracle
PROTOCOL

Prior to starting communication with other peers possessing
interesting content, a peer requests the local/internal Oracle
(i-Oracle) for sorting the peer list. This list may be initially
acquired from a tracker (in the case of BitTorrent) or a
bootstrap server, etc. The Oracle sorts the list using a peer
ranking algorithm and then delivers it to the peer.

If a ranking algorithm uses only locally available BGP
information, in fact it sorts peers using routing information
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related to an upstream path. We call such a scenario a local-
BGP knowledge based (L-BGP).

We propose a new ranking algorithm that is aware of the
route asymmetry and takes into account routing information
from other ASes. In this case, the peer ranking is based on
downstream path information obtained from remote ASes. We
consider three sources of BGP information, namely Oracles,
LGSes located in remote ASes, and the information from
the adjacency RIB-out tables on the border BGP routers in
the local AS (the algorithm analyzes information about local
networks distributed through eBGP).

We assume that, in general, the communication between
Oracle instances located in different ASes is allowed. At the
moment, we do not consider a practical problem how one
Oracle finds IP addresses of others. It is, however, possible that
the remote Oracle (r-Oracle) rejects the request. The incentive
for cooperation between Oracles would be based on the tit-
for-tat paradigm. It is also assumed that obtaining information
from LGS is possible. The problem is that only few ASes
possess LGSes, and even if they have them, they rarely show
AS_PATH. Since the proposed algorithm requires cooperation
between local Oracle and the remote one (or LGS) we call
this scenario a cooperative-BGP knowledge based (C-BGP).

Obtaining information from the RIB-out tables is more
complex. In the case of a single-homed AS, we have only
one interface used for announcing internal networks, so the
information is unambiguous. We only do not know AS_PATH
for packets received from the remote AS. In the case of
multi-homed ASes, the situation is not that simple. We want
to identify the path from a remote network to the local
AS. We know that the packets will come from a particular
neighboring AS if the client network prefix is announced only
on interfaces connected to the same neighboring AS. If that
prefix is proliferated by many interfaces connected to many
different ASes there is ambiguity which way the downstream
from the peer network comes.

A. Basic C-BGP Ranking Algorithm

The flow diagram of the C-BGP algorithm is presented
in Fig. 2. In the first step, Oracle checks whether the peer
on the unsorted list belongs to the local AS. This way, the
algorithm promotes the local peers. Then, if a peer is located
in a remote AS, the local Oracle tries to communicate with
Oracle in the remote domain. If it is available, a request for
AS_PATH data is sent and, on the basis of the information
received from an r-Oracle, the peer is ranked. If communi-
cation with the r-Oracle is impossible, the algorithm checks
whether LGS is available in the remote AS. If yes, and if it
responds to the request providing AS_PATH information, we
obtain the same level of BGP information completeness as if
the r-Oracle was available. Otherwise, we have to rely on the
limited BGP information for the downstream traffic from the
adjacency RIB-out tables on the border BGP routers in the
client AS.

The basic algorithm uses two keys for sorting peers, the
primary key is the priority value and the secondary key

Get (next) peer IP address
from the unsorted list

Check if peer IP
belongs to the local AS

Check the r-
Oracle availability
in the remote AS

Send request (peer
IP) to the r-Oracle

Check LGS availability
in the remote AS

The remote Oracle
responses with AS_PATH

Send request
(peer IP) to LGS

Remote LGS responses

Check AS_PATH
availability

Set priority=1, use
metric, neighbor_AS

Set priority=0

Look for peer network
prefix in adjacency
RIB-out on eBGP

routers in the local AS

Place IP address
on the sorted list

Set priority=2,
use neighbor_AS

Set priority=3

No elements
on the unsorted list

IP outside
the local AS

Available

Not available

Request
rejected

Available

Not available

Not available

IP inside
the local AS

Available

Peer prefix
on routers

indicates

interfaces to
many
different
ASes

Peer prefix on routers
indicates interfaces to a single AS

Fig. 2. Flow diagram of the C-BGP ranking algorithm.

is the metric. The lower value of the key, the higher
position on the sorted list. The priority indicates the
completeness of the routing information. If a peer is located in
the client AS, the priority is set to zero. For peers located
in ASes supported by Oracles with which the local Oracle
can communicate, the priority is set to one. The same
priority value is assigned for peers in ASes with LGSes
which responds with the AS_PATH attribute. Otherwise, the
priority value is set to 2 or 3. The value of 2 is given to
the peers for which we can uniquely identify the neighboring
AS through which the downstream goes. The remaining peers
are marked with priority 3. The second parameter, called
a metric, is the number of AS hops from the remote AS to
the client AS. This parameter can be used as a second order
ranking criterion to promote peers located in more proximate
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ASes. It may result in a better performance (shorter download
times while using paths with a lower number of AS hops) and
decrease of the inter-domain traffic.

B. Advanced C-BGP Ranking Scenarios

If a local AS is multi-homed, the cost of links to various
neighbor ASes may differ. It stems from different types of
agreements between ISPs (peering, tier 2/tier 3, etc.). There-
fore, the operator of a local AS may be interested in moving
at least a part of the traffic volume from one inter-domain
link to another, cheaper link. Such an operation would also be
desirable if one of the inter-domain links gets overloaded.

The peer ranking algorithm must be able to identify the
AS number of the neighboring AS through which downstream
goes. If such information is available, it may be used as
a criterion for sorting peers. In the algorithm, we call this
parameter neighbor_AS. This information can be derived
from AS_PATH. Then, the operator can use its own policy to
rank the inter-domain links to neighbor ASes by assigning pri-
ority (AS_priority value) to each of them. This parameter
has only a local significance and cannot be compared with
AS_priority in other ASes. The lower AS_priority
value, the more the neighbor AS is preferred.

The advanced algorithm might operate as follows. Peers
with priority set to 0 are still most preferred; they are
connected to the local AS. The peers with priority value
equal to 1 or 2 are first sorted using AS_priority as a
primary key, then the priority parameter is used as a
secondary sorting key and the last sorting key is metric. For
peers with priority 3 there is no unambiguous information
about neighbor ASes through which traffic comes, so these
peers are least preferred.

C. Example of the C-BGP Ranking Algorithm Operation

We assume a number of autonomous systems connected
in the way presented in Fig. 3. The Internet cloud hides
some number of ASes. i-Oracle is requested to sort the list
of peers obtained from a tracker by a client using address
10.10.10.5.

Table II shows a sorted list of peers with parameters used
by the basic C-BGP algorithm. Only two first parameters
(priority and metric) are used for sorting; the primary
sorting key is the priority. Other parameters presented in
the table, neighbor_AS and remote_Oracle, are not
used for sorting, but have only an informational meaning.
The latter indicates whether the AS_PATH information was
obtained from remote Oracle (YES value) or from LGS. The
peers with the same set of priority and metric values
are ordered randomly.

If we want to take into account the payment agreement
between ISPs, we consider the advanced scenario where the
parameter neighbor_AS plays a crucial role. The sorted list
for this case is presented in Table III. We assume that the op-
erator assigned AS_priority=2 to the neighbor AS1267,
and AS_priority=4 to AS122.

Client 10.10.10.5

i-Oracle
10.10.10.12 10.10.34.1

AS122 AS1267

Internet

LGS

LGS

81.10.10.17

r-Oracle

AS500

15.10.10.25

15.10.23.36 34.56.16.5 23.78.89.6 45.78.12.8

Fig. 3. The example connections between ASes and the locations of Oracles
and the Looking Glass Servers.

TABLE II
THE EXAMPLE SORTED LIST OF PEERS FOR THE BASIC C-BGP

ALGORITHM

Peer IP address priority metric n_A r_o
10.10.10.12 0
10.10.34.1 0
15.10.10.25 1 3 122 YES
81.10.10.17 1 3 1267
15.10.23.36 1 3 122 YES
34.56.16.5 1 4 1267
45.78.12.8 2 1267
23.78.89.6 3
n_A: neighbor_AS, r_o: remote_Oracle availability.

D. Scalability and Privacy Considerations

The routing in the Internet is stable at relatively long time
scales. Usually, if some content is popular, the same groups
of peers will appear on unsorted lists proposed to clients by a
tracker. Thus, there is no need to request for BGP information
for a given peer each time it is needed. The Oracle may
temporarily store the obtained information. Such caching of
information enables fast answers to many similar requests.
When the information is stored in a cache, there is no need

TABLE III
THE EXAMPLE SORTED LIST OF PEERS FOR THE ADVANCED C-BGP

ALGORITHM

Peer IP address priority AS_p metric n_A r_o
10.10.10.12 0
10.10.34.1 0
81.10.10.17 1 2 3 1267
34.56.16.5 1 2 4 1267
45.78.12.8 2 2 1267
15.10.10.25 1 4 3 122 YES
15.10.23.36 1 4 3 122 YES
23.78.89.6 3
AS_p: AS_priority, n_A: neighbor_AS,
r_o: remote_Oracle availability.
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Fig. 4. Simulation topology with intial seeding/peering information.

to communicate with a remote Oracle or LGS. However,
timeouts to find outdated information must be used.

Some confidentiality considerations are also worth mention-
ing. ISPs may not want to expose to other ISPs the information
how they transfer the traffic through the Internet. These ISPs
can send non-explicit information about AS_PATH: instead of
sending the full AS_PATH, they send the AS hop number
(metric) and the AS number (neighbor_AS) which is
just the last one before the client AS on the AS_PATH. This
AS number is very important, because it identifies the ingress
interfaces obtained from the remote AS peers.

V. NUMERICAL RESULTS

To evaluate the proposed ranking mechanisms the simula-
tion scenario has been set up in a self-developed event-driven
simulator (written in C#). To directly show simple differences
of phenomena related to different approaches discussed in the
paper, we use a plain topology shown in Fig. 4. It enables us
for discerning between analyzed ranking mechanisms and does
not make the numbers vague and difficult for interpretation.
We compare simulation results for a system not employing
proposed mechanisms, i.e., a pure BitTorrent case (PB), with
both Oracle-based mechanisms (L-BGP where the Oracle uses
only the local BGP data; and C-BGP where the communication
with r-Oracles or LGSes is applied). In the case of L-BGP and
C-BGP, the Oracle module is located in AS1. The observations
are performed from the viewpoint of this domain. We do
not deal with the r-Oracle operation in other domains. We
assume that they do not apply their localization mechanisms.
It would make the simulation results vague and thus we avoid
taking it into consideration. Initial number of peers and seeds
is also shown in Fig. 4. The mean size of the swarm equal
to 111 peers is sustained during the whole run of a single
simulation. We assume a mean seeding time of 10 minutes for
peers that finish the download. Inter-AS bandwidth is set to
16 Mbit/s, peer download bandwidth to 1024 kbit/s, and peer
upload bandwidth to 512 kbit/s. The downloaded file size is
10 MB. In the simulation, the tracker was located in AS1, but
the influence of its location was not the goal of this study. The
inter-domain routing is not symmetric, and it is presented in
Table IV. To evaluate the swarm behavior in its steady-state,
we perform a series of 32 hours-long simulations and discard
the initial 2 hours in which the swarm grows to its steady-state
(a warm up period).

We follow the idea that a proposed solution should be not
only advantageous for operators, but also for peers and P2P

TABLE IV
SIMULATED TOPOLOGY: INTER-DOMAIN ROUTING

Endnodes
and

directions
Path

Number
of AS
hops

AS1⇐⇒AS2 AS1←→AS2 1
AS1⇐⇒AS3 AS1←→AS2←→AS3 2
AS1⇐⇒AS4 AS1←→AS2←→AS3←→AS4 3
AS1=⇒AS5 AS1−→AS2−→AS3−→AS4−→AS5 4
AS5=⇒AS1 AS5−→AS6−→AS1 2
AS1⇐⇒AS6 AS1←→AS6 1
AS1⇐⇒AS7 AS1←→AS2←→AS7 2
AS1⇐⇒AS8 AS1←→AS2←→AS7←→AS8 3

application developers [14]. Thus, we study the performance
impact on peers on the basis of the mean completion time
for peers in all domains, and then the impact on carrier’s
operation on the basis of the average inter-AS upstream and
downstream throughput measured on inter-domain links AS1-
AS2 and AS1-AS6. The throughput was measured by logging
the amount of data flowing over a given link every 60 seconds.
Then the mean value of these minute-long intervals was com-
puted. Confidence intervals were calculated for all results. We
conducted three types of experiments to judge the effectiveness
of the different locality-promoting approaches. We compare
pure BitTorrent scenario and the two mechanisms that choose
the peers based on the inter-domain route, assuming that for
some reason link AS1-AS6 is preferred over AS1-AS2. In the
case of the L-BGP mechanism, the Oracle perceives the traffic
coming from AS5 as entering its domain via AS1-AS2 link
and does not prefer peers from this domain. On the other hand,
in the case when more comprehensive information is available
due to the communication with r-Oracle of AS5, there is
awareness of the fact that the downstream traffic generated by
peers from AS5 goes via AS1-AS6 link in reality. We study
if this potential can be really used and what is its impact on
the results.

The results on the average download times are presented
in Table V. We can see that there is virtually no difference in
the completion times independently of the used mechanisms
and domains. That means that the download time is not
sensitive to those methods, thus they cannot be used for
improving quality for the users, at least in the case of file-
sharing applications. However, they are not harmful for them
either, not only for peers connected to a domain where the
mechanism is applied, but also to the whole swarm. Thus,
they can be used for different purposes, especially related to
the traffic optimization from the operator’s viewpoint.

Fig. 5 presents values of the inter-domain traffic for different
scenarios and links. First, it can be observed that both methods
relying on the BGP data decrease the summarized inter-
domain traffic. Second, we can see that if a transit cost of
link AS1-AS2 is larger than the one of AS1-AS6, the Oracle
service based on C-BGP algorithm that brings more broad
view of the network, can intelligently ‘transfer’ the inter-
domain traffic from the link on which the operator does not
want to transmit data (AS1-AS2) to the link where it is more

This full text paper was peer reviewed at the direction of IEEE Communications Society subject matter experts for publication in the IEEE ICC 2010 proceedings



TABLE V
SIMULATION RESULTS: AVERAGE DOWNLOAD TIME [MINUTES]

Strategy AS1 AS4 AS5 AS6 AS7 AS8
Pure BitTorrent 40.6± 1.5 48.9± 1.5 177.1± 2.8 48.7± 1.4 49.8± 1.5 243.4± 4.5

L-BGP 41.8± 1.5 48.2± 1.6 177.4± 3.5 51.0± 1.7 50.6± 1.8 243.1± 5.4
C-BGP 40.9± 1.6 49.6 ±1.7 176.6± 3.9 48.9± 1.8 51.2± 1.7 243.3± 5.3

AS1-AS2
PB

AS1-AS2
L-BGP

AS1-AS2
C-BGP

AS1-AS6
PB

AS1-AS6
L-BGP

AS1-AS6
C-BGP
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Fig. 5. Simulation results: average value of a total traffic transferred during
30 min. interval. The values for upstream are presented on top of values for
downstream.

desirable (AS1-AS6). Thus, C-BGP can perform an effective
dynamic traffic engineering based on a more reliable data to
optimize its work.

VI. SUMMARY

In this paper, we deal with the optimization of traffic
flows generated by file-sharing P2P networks. Such methods
have been studied and there are avenues that follow the
idea to obtain the necessary data on the underlying network
topology from the BGP routers. First, we show that due to
the overwhelming asymmetry of inter-domain paths relying
only on the local BGP data does not provide a reliable data
on the whole routing definitively. Second, we show that the
operators can gain if their devices responsible for suggesting
optimized choice of partners can cooperate with others in
different ASes. Due to such a mechanism, the device gains
a broader knowledge of the network topology and can take
more intelligent decisions. We perform a simulation to show
this phenomenon when an operator is interested in decreasing
the inter-domain traffic on some of its links and the proposed
mechanisms provides means to achieve this goal. What is
important, our approach does not need any changes in the
existing BGP protocol.

The practical implementation of the proposed peer ranking
mechanisms is researched within the SmoothIT project. It is
proposed as one of the functionality of SIS. Moreover, the
project works on a communication protocol enabling informa-
tion exchange between various SIS facilities serving different
ASes. The idea of such protocol not only simplifies gaining
related BGP information required by the ranking mechanism
described in this paper but also provides a potential for more
advanced peer ranking/rating mechanisms that may use any
type of information exchanged by SISes (Oracles).
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Abstract—Peer-to-peer file-sharing systems are responsible for a
significant share of the traffic between Internet service providers
(ISPs) in the Internet. In order to decrease their peer-to-peer
related transit traffic costs, many ISPs have deployed caches for
peer-to-peer traffic in recent years. We consider how the different
types of peer-to-peer caches – caches already available on the
market and caches expected to become available in the future –
can possibly affect the amount of inter-ISP traffic. We develop a
fluid model that captures the effects of the caches on the system
dynamics of peer-to-peer networks, and show that caches can
have adverse effects on the system dynamics depending on the
system parameters. We combine the fluid model with a simple
model of inter-ISP traffic and show that the impact of caches
cannot be accurately assessed without considering the effects of
the caches on the system dynamics. We identify scenarios when
caching actually leads to increased transit traffic. Our analytical
results are supported by extensive simulations and experiments
with real BitTorrent clients.

I. INTRODUCTION

Peer-to-peer (P2P) file-sharing systems have become one

of the major sources of Internet traffic in recent years: they

generate an estimated 50 to 80% of the total traffic depending

on geographic location [1]. For the users they provide access to

a large variety of content, and for content providers they provide

a means to distribute data to a large population of users without

the need for big investments in server and network resources.

The costs of the content distribution are shared among the end

users and their Internet service providers (ISPs). The protocols

of the most popular P2P file sharing systems were not designed

to be aware of the network topology, and consequently P2P

applications generate a large amount of inter-ISP traffic.

Increased inter-ISP traffic is a potential source of revenues for

ISPs at the top of the ISP hierarchy (called tier-1 ISPs). Their

main concern is to keep the traffic to their peering tier-1 ISPs

balanced. Nevertheless, for ISPs in the lower levels of the ISP

hierarchy (tier-2 and tier-3 ISPs), which are usually charged by

their transit traffic providers, transit traffic is a source of costs,

and hence is something to be kept low.

The research community has been trying to address the issue

of inter-ISP traffic caused by proximity-unaware protocols in

two ways. First, by introducing proximity-awareness in the

This work was partially funded by the EU FP7 Network of Excellence Euro-
NF through the Specific Joint Research Project “ISPeer” and by the Federal
Ministry of Education and Research of the Federal Republic of Germany
(Förderkennzeichen 01 BK 0800, GLab). The authors alone are responsible
for the content of the paper.

most popular file-sharing protocols, and by trying to understand

its effects on the application performance [2]–[4]. Second, by

proposing localization services for P2P protocols that would

make proximity-aware protocols more efficient from the ISPs’

point of view [5], [6]. While these approaches could yield a

significant decrease of the inter-ISP traffic, there is no evidence

yet of the widespread use of proximity-awareness in deployed

systems.

ISPs have been addressing the issue of increased transit

traffic by deploying commercially available caches for P2P

traffic [7], [8]. P2P caches decrease the transit traffic by

storing popular contents locally in the ISP so that they do

not have to be downloaded from remote peers [9]. The caches

provided by the different vendors, e.g., PeerApp’s UltraBand

and OverSi’s OverCache P2P, follow fundamentally different

design principles, yet all of them promise substantial savings

in terms of inter-ISP traffic.

The question we address in this paper is how one can

assess the efficiency of P2P caches that follow different design

principles in terms of decreasing the inter-ISP traffic, without

actually deploying them. In order to answer this question we

develop a fluid model of the system dynamics of BitTorrent-

like file-sharing systems that incorporates the effects of P2P

caches. We consider the case of a single and of multiple classes

of peers, and provide a closed-form solution for the equilibrium

system state as a function of the cache capacities installed at the

different ISPs. We develop a simple model of inter-ISP traffic,

and use the model to illustrate that one cannot accurately assess

the impact of caches on the amount of inter-ISP traffic without

considering the effects of the caches on the peer dynamics. We

also show that caches can under certain conditions increase

the amount of outgoing transit traffic of an ISP. This effect

seems counter-intuitive but can be explained by the fact that if

a cache feeds the local peers, they can in turn serve the other

peers better. We validate the model via extensive simulations

and provide experimental results with real BitTorrent clients to

support our results.

The rest of the paper is organized as follows. We discuss

the related work in Section II. Section III briefly describes the

relevant details of BitTorrent-like systems and the different P2P

cache designs. We develop the fluid model of the effects of

caches on the system dynamics in Section IV, and illustrate its

importance in predicting the ISP transit traffic in Section V. In

Section VI we conclude the paper.



II. RELATED WORK

There has been a significant amount of work on caching of

P2P contents. The focus of those works was on the achievable

cache hit ratios [10], [11], and on the efficiency of various

caching algorithms [9], [11], [12]. However, inferring the

amount of saved inter-ISP traffic directly from cache hit ratios is

only possible if (1) peers inside the ISP download all content

available at the cache exclusively from there and (2) do not

change their uploading behavior due to the data received from

the cache. We show in this paper that these two effects can have

a major impact on the inter-ISP traffic in current BitTorrent-like

P2P networks. To this end, we model the impact of caches on

the population of a swarm and derive a model of the resulting

inter-ISP traffic. Our model focuses on a single swarm and does

therefore not account for the disk space of the cache and cache

hit ratios. These questions are complementary and were already

discussed in the literature [9]–[12].

Most closely related to our work are the analytical models

of the system dynamics of BitTorrent-like systems. In [13]

the authors described the system dynamics with a Markov

process and showed that the service capacity of P2P systems

grows exponentially with the offered load. In [14] the authors

described a deterministic fluid model for BitTorrent-Like P2P

networks and validated it by simulations and data from real

BitTorrent traces. The focus of [14] was on the scalability,

performance and the efficiency of a P2P network independent

of the network topology, and showed that the number of peers is

finite under arbitrary load conditions. These observations were

reaffirmed in [15] based on a probabilistic model. In [16] the

fluid model of [14] was extended to two classes of peers in

order to evaluate how the allocation of the peers’ upload rates

between classes affects the system performance. A model of

the effect of churn rate and download completion ratio on the

performance was presented in [17]. In [18] a fluid model was

described to assist the dimensioning of server assisted hybrid

P2P content distribution.

Our model is inspired by the fluid model of the service

capacity and the number of peers in [14] and extends the

model in two ways. First, we derive a model to capture the

effects of caching on the system dynamics. Second, we provide

a simple means to analyze the amount of inter-ISP traffic in

scenarios with multiple ISPs. To our knowledge, our work

is the first to derive a model that provides insights into the

effects of caches on the system dynamics and on the inter-ISP

traffic.

III. BACKGROUND AND SYSTEM DESCRIPTION

In this section we give a brief overview of the relevant

details of BitTorrent-like file-sharing protocols and present the

different types of P2P caches. Finally, we describe our system

model of BitTorrent and the ISP level network topology.

A. BitTorrent-like Protocols

In BitTorrent-like file-sharing protocols, content is divided

into a large number of pieces, and the peers exchange the

pieces with each other. This way peers that do not have the

entire content, called leechers, can also utilize their upload

capacity to distribute the content. Peers that already own the

entire content are referred to as seeds. All peers that distribute

the same content are usually called a swarm.

A peer can get to know other peers interested in the same

content via a centralized tracker (in BitTorrent), via a DHT (in

BitTorrent) or via an unstructured overlay (in Gnutella which

uses the partial file sharing protocol PFSP). Typically, a peer

knows about a subset of the peers in the swarm, its neighbors,

and exchanges data with a subset of these neighbors. The set of

peers with which data is exchanged is dynamically determined

by the choking mechanism in BitTorrent [19], but is fixed in

Gnutella. For a detailed description of BitTorrent we refer the

reader to [19] and to [20].

B. Taxonomy of P2P Caches

Caches for P2P traffic can be grouped into three main

categories.

1) Transparent Caches: To the first category belong the so-

called transparent caches. A transparent cache involves deep-

packet-inspection (DPI), i.e., the requests for data sent by a

local peer (within the ISP) to an external peer are intercepted,

and if the requested data is available in the cache, the data is

sent to the local peer from the cache. Hence, a transparent cache

decreases the amount of incoming transit traffic. The cache

also maintains the connection with the external peer. PeerApp’s

UltraBand family of caches falls into this category.

Ideally, a transparent cache should upload data to local peers

at the same rate at which the external peers would upload the

data, this way the ISP does not promote the distribution of

illegal contents, and is hence not legally liable. If the cache

uploads data at the appropriate rate, then its effect on the

outgoing transit traffic of the ISP is negligible. In the rest of

the paper the term transparent cache will refer to a transparent

cache that uploads at the appropriate rate, i.e., it does not

contribute additional upload capacity to the P2P system.

2) ISP Managed Ultrapeers: To the second category belong

the caches that appear as high capacity peers to regular peers.

These caches do not involve DPI, but regular peers are not

aware of the fact that these caches are provided by the ISP.

Consequently, whether a peer downloads data from such a

cache depends on the neighbor selection algorithms of the

P2P protocols. This category of caches inherently increases the

upload capacity in the P2P system. We refer to these caches as

ISP managed Ultrapeers (ImU). OverSi’s OverCache P2P falls

into this category.

3) ISP Managed Caches: To the third category belong the

caches that are known to the peers via some information

exchange with the ISP. Protocols for obtaining such information

were proposed for BitTorrent [21], and resource discovery

(e.g., cache discovery) is considered for standardization in

the IETF Application Layer Traffic Optimization (ALTO) and

DECoupled Application Data Enroute (DECADE) working

groups. Since peers are aware of the caches, they can prioritize

downloading from these caches over downloading from external

peers. Just like the ImUs these caches introduce additional

upload capacity in the P2P system. We refer to these caches

as ISP managed Caches (ImC). We are not aware of any



Parameter Definition

I, I Set and number of ISPs, respectively

κi Cache upload capacity in ISP i

λi Arrival rate in ISP i

θ Abort rate of leechers

γ Departure rate of seeds

η Effectiveness of file sharing

µ Peer upload capacity

c Peer download capacity

xi(t) Number of leechers in ISP i at time t

yi(t) Number of seeds in ISP i at time t

ρ I
i Incoming transit traffic in ISP i

ρO
i Outgoing transit traffic in ISP i

TABLE I
FREQUENTLY USED NOTATION.

deployments of ImC caches due to the lack of localization and

resource discovery services in the Internet.

C. System and Network Model

We consider a BitTorrent-like file-sharing system spread over

several ISPs. The ISPs are in the lower layers of the ISP

hierarchy, and are hence interested in decreasing their transit

traffic. Our focus in this work is on the amount of incoming

and outgoing transit traffic of these ISPs, so we can adopt a

simple abstraction of the real Internet topology without limiting

the validity of our results. In this simple abstraction each ISP is

connected to the other ISPs via a global transit network, which

only delivers the traffic. This abstraction does not capture the

actual routes of the traffic between the ISPs, but the routes can

be neglected due to our focus on traffic volumes.

The BitTorrent system we consider consists of a single swarm

in which the peers are located in a set I = {1, . . . , I} of ISPs.

Every ISP can install a cache to decrease its transit traffic. If

installed in ISP i, the cache provides an upload capacity of κi

to the swarm. This abstraction of a P2P cache is novel, but

is easy to justify: whatever data is uploaded from the cache

does not have to be uploaded from a peer and hence the cache

provides additional upload capacity to the swarm.

Initially, the swarm consists only of the initial seed and the

caches. Peers arrive in the network of ISP i according to a

Poisson process with rate λi. While over the lifetime of a swarm

(e.g., in the order of months or years) the peer arrival process

is not homogeneous, over short periods the Poisson process can

be a reasonable approximation of peer arrivals [22]. Leechers

abort the download at rate θ , that is, the longer it takes to

download a content the higher the probability that a peer would

abort the download. Seeds leave the swarm at rate γ , i.e., peers

stay for 1/γ time on average after becoming a seed. Similar

assumptions were used in most analytical studies for modeling

P2P file-sharing systems (e.g., [14], [23]).

We denote by η the effectiveness of the file-sharing, η ∈
[0,1]. Peers have upload capacity µ and download capacity c,

and we consider the practically relevant case of c ≥ µ . In the

mathematical model we assume without loss of generality that

the file size is 1, so that µ ,c and κi are normalized to the file

size. For the sake of simplicity, we assume homogeneous peer

capacities. Table I summarizes the notation used in the paper.

IV. SYSTEM DYNAMICS WITH CACHING

In the following we develop a fluid model of a BitTorrent-

like file-sharing system spread over several ISPs. Our goal is

to capture the effects of caches on the system dynamics and

ultimately on the amount of traffic exchanged between the

ISPs. We consider two types of caches, ImU and ImC, and use

transparent caches as a baseline for comparison. Our model

builds on the model developed in [14], and we use the same

notations as much as possible.

We denote by xi(t) and yi(t) the number of leechers and

the number of seeds in ISP i at time t, respectively. The rate at

which leechers can obtain data is limited by the available upload

rate in the system and by their download rate. The upload rate

Ui(x,y,κ) available to leechers in ISP i is a function of the

number of leechers, the number of seeds and the cache upload

rate in the different ISPs, where x= (x1, . . . ,xI), y= (y1, . . . ,yI)
and κ = (κ1, . . . ,κI). The exact form of Ui depends on the

cache bandwidth allocation policies followed by the ISPs and

the neighbor selection policies of the peers. Together with the

constraint of the download rate, the rate at which leechers

obtain data in ISP i is given by min(cxi,Ui(x,y,κ)). Following

the assumptions used in [14] on the arrivals, aborts, and

departures we get that the evolution of the mean number of

leechers and seeds in ISP i can be described by a system of

coupled differential equations

dxi(t)

dt
= λi −θxi(t)−min{cxi(t),Ui(x,y,κ)} (1)

dyi(t)

dt
= min{cxi(t),Ui(x,y,κ)}− γyi(t). (2)

We are interested in the steady state of the system, i.e., when

the rate of change of the number of leechers and seeds is zero

dxi(t)

dt
=

dyi(t)

dt
= 0 i = 1, . . . , I. (3)

In the following we consider various scenarios and develop

closed form solutions for the steady state number of leechers

and seeds. The results we develop in this section depend only on

the available upload rate in the system, hence we do not have

to distinguish between the different kinds of non-transparent

caches (ImU and ImC). We will, however, distinguish between

the three types of caches in Section V when estimating the

transit traffic between the ISPs.

A. The Case of a Single System

Let us first consider the case of a single system (I = {1}).

This scenario allows us to understand the aggregate effect of

caches on the system dynamics. For simplicity we omit the

subscript i in the rest of this subsection. This scenario differs

from the one considered in [14] in that the available upload rate

is increased by the cache’s upload rate. The available upload

rate is the sum of the upload rate of the leechers, the seeds and

that of the installed cache, and can be expressed as

U(x,y,κ) = µ(ηx+ y)+κ. (4)

Substituting this into (1) and (2) we get for the steady state

0 = λ −θx−min{cx,µ(ηx+ y)+κ} (5)

0 = min{cx,µ(ηx+ y)+κ}− γy. (6)



Let us first consider the download rate limited case, when

the available upload rate exceeds the maximum download rate

of the leechers, i.e., cx ≤ µ(ηx+ y)+κ . It is easy to see that

in this case the presence of caches does not affect the steady

state number of leechers and seeds. Hence, they are the same

as in [14]

x =
λ

c(1+ θ
c
)

(7)

y =
λ

γ(1+ θ
c
)
. (8)

The condition under which the download rate is the limit is

however different from that in [14]. Given the expressions for

the steady state number of leechers (7) and seeds (8) it is

κ ≥
λ{c(γ −µ)− γηµ}

γ(θ + c)
. (9)

Next, we consider the upload rate limited case, when the

maximum download rate of the leechers exceeds the available

upload rate, i.e., cx ≥ µ(ηx+ y)+κ . Here we get

x =
λ

ν
(
1+ θ

ν

) −
κ

µη
(
1+ θ

ν

) (10)

y =
λ

γ
(
1+ θ

ν

) +
κθ

µηγ
(
1+ θ

ν

) , (11)

where 1
ν = 1

η (
1
µ − 1

γ ). Again, given the steady state number of

leechers (10) and seeds (11) we can express the condition under

which the upload rate is the limit

κ ≤
λ{c(γ −µ)− γηµ}

γ(θ + c)
. (12)

Note that since the cache upload rate is non-negative it is

necessary that γ > µ , which implies that ν > 0 for an upload

rate limited system.

From (10) and (11) we draw the following conclusions.

• For κ = 0 the results coincide with those in [14], as

expected.

• For κ > 0 the steady state number of leechers is always

lower than without a cache. The effect of the cache

decreases as the peers’ upload rates and the effectiveness

of file sharing increase because of the cache’s diminishing

contribution to the upload rate.

• Interestingly, the steady state number of seeds is insen-

sitive to the cache’s upload rate if peers never abort

downloads (θ = 0), but for θ > 0 the number of seeds

increases with κ . The increase is inverse proportional to

the peers’ upload rates and the effectiveness of file sharing.

Consequently, when θ > 0, installing a cache increases the

available upload rate more than the cache’s upload rate

itself through an increased number of seeds by a factor of

θ/ηγ
(
1+ θ

ν

)
. This phenomenon is explained by the fact

that due to the increased upload capacity, leechers become

seeds faster and hence the number of aborting leechers

decreases.

• If θ/γ > 1 then the number of peers in the system increases

linearly with the amount of cache capacity installed. For

θ/γ < 1 the contrary is true, while for θ/γ = 1 the

decrease in the number of leechers equals the increase in

the number of seeds.

B. The Case of Multiple Systems

Let us consider now how installing a cache affects the system

dynamics when peers are located in several ISPs. We make the

reasonable assumption that the cache operated by ISP i only

serves leechers in ISP i, but seeds and leechers upload and

download data to and from all peers.

The upload rate available to leechers in ISP i has now three

sources: the cache provided by ISP i and the leechers and seeds

in all ISPs. The cache upload rate in ISP i is κi. The total upload

rate from leechers and seeds in the system is µ(η ∑ j∈I x j +

∑ j∈I y j). Since this upload rate is shared among all ∑ j∈I x j

leechers, the total upload rate available to the xi leechers in

ISP i is

Ui(x,y,κ) = µ(ηxi + ∑
j∈I

y j

xi

∑ j∈I x j

)+κi. (13)

We provide analytical results for two scenarios, when all ISPs

are upload rate limited (i.e., cxi ≥ Ui(x,y,κ)), and when all

ISPs are download rate limited.

In the case when the system is upload rate limited in all

ISPs, we can substitute Ui(x,y,κ) into (1) and (2) for every

i ∈ I and solve the system of equations to get the steady state

number of leechers and seeds

xi =
λi

ν
(
1+ θ

ν

) −
κi

µη
(
1+ θ

ν

) −∆i(x,y,κ) (14)

yi =
λi

γ
(
1+ θ

ν

) +
κiθ

µηγ
(
1+ θ

ν

) +
θ

γ
∆i(x,y,κ), (15)

where

∆i(x,y,κ) =
∑ j∈I (λiκ j −κiλ j)

ηγ
(
1+ θ

ν

)(
∑ j∈I (λ j −κ j)

) . (16)

From (14) and (15) we can obtain the following insights:

• Increasing the cache upload rate κi leads to a decrease of

the number of leechers in ISP i independent of the arrival

intensities and the cache upload rates in the other ISPs.

At the same time it can increase the number of seeds. The

changing ratio of leechers and seeds affects the amount of

transit traffic, which we will quantify in Section V.

• ∆i(x,y,κ) given in (16) is a function of ∑ j∈I\{i} λ j and

∑ j∈I\{i} κ j. Hence ∆i(x,y,κ) and consequently yi and xi

only depend on the sum of the arrival intensities and the

sum of the cache upload rates in the other ISPs but not on

their individual values.

• Since ∑i∈I ∆i(x,y,κ) = 0, we have that ∑i∈I xi = x as

given in (10) and ∑i∈I yi = y as given in (11). That is, the

total number of leechers and seeds in all ISPs only depend

on the aggregate peer arrival intensity and the aggregate

amount of cache upload rate.

In Section IV-C we show simulation and experimental results

to verify these analytical results.



Let us consider now when the system is download rate

limited in ISP i (i.e., cxi ≤ Ui(x,y,κ)). Then the steady state

number of leechers and seeds in ISP i is given by

xi =
λi

c(1+ θ
c
)

(17)

yi =
λi

γ(1+ θ
c
)
. (18)

In this case the number of leechers and seeds is not directly

influenced by the cache upload rate κi of ISP i. Nevertheless,

whether the system in ISP i is download rate limited depends

on the cache upload rate κi of ISP i, the number of leechers in

the other ISPs and hence indirectly on the cache upload rates

in the other ISPs.

C. Model Validation

In this section we validate the model via simulations and

experiments with real BitTorrent clients. The simulations allow

us to verify the accuracy of the analytical model and the validity

of our conclusions based on the model for a wide range of

system parameters. The experiments, even though smaller in

scale than the simulations, allow us to verify the accuracy of

both the model and the simulation results for a limited set of

system parameters. Before presenting the numerical results in

Section IV-C3, we briefly describe our simulation methodology

and our experiment methodology.

1) Simulation Methodology: We implemented the BitTorrent

protocol in the ProtoPeer [24] framework. The implementation

includes the piece selection mechanism, the management of the

neighbor set, and the choke algorithm. Furthermore, it covers

the message exchange between the peers as well as between

the peers and the tracker. For scalability reasons, we use the

flow-based network model provided by ProtoPeer.

The size of the shared file is 150 MB which corresponds

to a movie or TV show of about half an hour duration in

medium quality. Peers join the swarm at a rate of 6.6 per

minute and their upload and download capacities are 1 MBit/s

and 16 MBit/s, respectively. These are typical values for rela-

tively well-provisioned home user Internet access connections

in Europe. Normalizing by the file size, these upload and

download capacities are equivalent to µ = 0.05 and c = 0.8
for the analytical model. Each peer is associated with one ISP

and we use this association to calculate the inter-ISP traffic.

Each simulation run corresponds to 8 hours, and we discard

an initial 1.5 hours warm-up period. The initial seed leaves the

swarm after 1 hour, so it has no influence on the swarm in the

steady state. This setup results in an average number of 3200

peers for each simulation run and swarms with around 120

peers concurrently online in the small scenario. Such swarm

sizes are typical for swarms sharing movies according to the

measurements presented in [25].

The ImUs are implemented as normal BitTorrent clients, but

they only upload data to peers in the same ISP. We do not

simulate ImCs as their behavior is not yet clear (i.e., it is not

known what algorithms they would use to select leechers to

upload to). The presented simulation results are the averages

of 20 simulation runs, and we show confidence intervals at a

95%-confidence level.

If not stated otherwise, in the remainder of this study, peers

have an average seeding time of 10 minutes, i.e., γ = 0.1.

Leechers abort the download with intensity θ = 0.01, i.e., on

average a leecher waits for 100 minutes until it leaves the

swarm if the file is not yet downloaded. For the upload and

download rates we use µ = 0.05 and c = 0.8, respectively. All

these variables have the dimension min−1, we however omit

them for the sake of clarity. For the effectiveness of file sharing

we use η = 0.9 in the model, i.e., close to 1 as shown in [14].

2) Experiment Methodology: All measurements are per-

formed in the experimental facility of the German-Lab (G-

Lab) project [26]. This experimental facility is distributed over

5 universities in Germany. It consists of 152 nodes running

Planet-Lab [27] software (version 4.2.1), the operating system

of all nodes is Linux (Fedora Core 8, x86_64). We use the

standard BitTorrent client (version 4.4.0-7-fc8) of this Linux

distribution and limit the upload rate of each BitTorrent client

in the client software.

We use the same arrival, departure and abort behavior

for experiments as for the simulations to make them easily

comparable. We grouped the nodes of the experimental facility

into “virtual” ISPs and calculated the amount of inter-ISP traffic

according to the source and the destination of the exchanged

messages between the peers. We repeated all experiments 5

times and show 95%-confidence intervals.

The size of the shared file is 7.031 MB and we adjusted the

upload capacity of the peers to 6 KB/s so that the normalized

upload rate equals that of the simulations µ = 0.05. This re-

duces the amount of exchanged data in the experimental facility

by more than 95% while keeping the results comparable.

3) Simulation and Experimental Validation: We start with

the validation of the observation that the system dynamics in

ISP i depend only on the aggregate arrival intensity and the

aggregate cache upload rate in the rest of the ISPs. Then,

we show results from simulations and experiments for varying

cache capacities and compare them to the model.

For the validation we consider a tagged ISP, ISP 1, and the

rest of the Internet, which consists of a number I∗ of ISPs.

Hence, the total number of ISPs considered is I = I∗+ 1. We

set the upload capacity of the cache in ISP 1 to κ1 = 0.1 and the

arrival rate to λ1 = 0.6 and vary the number of the other ISPs

I∗ ∈ {1,5,10,20}. Peers join the other ISPs with an aggregate

arrival rate λ ∗ = 6 and the aggregate cache upload rate in the

other ISPs is κ∗. The peer arrival intensities and the cache

upload capacities are equal in the other ISPs, i.e., for i 6= 1 we

use κi = κ∗/I∗ and λi = λ ∗/I∗.

We show results from simulations for the number of leechers

in ISP 1 x1 and in the whole swarm x in Fig. 1. The figure

shows that for a given aggregate cache capacity κ∗ the number

of ISPs I∗ has no significant impact on the number of leechers

in ISP 1 and in the whole swarm. The simulation results match

the values predicted from the model quite well, within 10%

accuracy, except for κ∗ = 2. For κ∗ = 2 we observe up to 30%

difference between the simulation and the analytical results, and

we also observe that the number of ISPs I∗ has an effect on
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Fig. 1. Average number of leechers x1 in ISP 1 (top) and in the whole swarm x

(bottom) for different numbers of other ISPs I∗ and aggregate cache capacities
κ∗ in “the rest of the world”. λ1 = 0.6, κ1 = 0.1, λ ∗ = 6.

the number of leechers. This is because for κ∗ = 2 the system

is oscillating between a download rate limited and an upload

rate limited state. Therefore, some of the upload capacity of the

caches remains unused in periods when the system is download

rate limited. The oscillation depends on the arrival process of

the peers which is stochastic. Consequently, a system which is

upload rate limited on average can switch to a download rate

limited system for some time. However, the equations for the

steady state of the model do not account for those fluctuations

and that can lead to inaccuracies for parameter settings where

the system is not clearly download or upload rate limited.

We verified the above two hypotheses also for the number

of seeds and for different arrival rates in non-tagged ISPs λ ∗,

but we omit the figures. The simulation results confirm the

conclusions we drew from the mathematical model: the system

dynamics in ISP i only depend on the aggregate cache capacity

κ∗ and the aggregate arrival intensity λ ∗ of the rest of the ISPs.

Therefore, in the rest of the paper we focus on a scenario with

two ISPs termed ISP 1 and ISP 2 where ISP 2 represents “the

rest of the world”. If not stated differently, we set λ1 = 0.6 and

λ2 = 6 so that 10 times more peers join the swarm in ISP 2

than in ISP 1. Furthermore, ISP 2 does not use a cache, i.e.

κ2 = 0.

In order to further validate the model, we consider the

dependency of the system dynamics on the cache capacity

κ1 of ISP 1. We performed simulations and experiments with

different values of κ1, and measured the number of leechers

and seeds.

In Fig. 2(a) we compare the number of leechers obtained

using the analytical model, the simulations, and the experi-

ments. The figure shows the number of leechers xi in ISP i as a

function of the cache upload capapcity κ1 in ISP 1 normalized

by the number of leechers xi|κ1=0 in the case of no caching.

Consequently, for κ1 = 0 all results are equal to 1. The figure

confirms that the model provides accurate results, in particular

for small cache capacities. However, the simulations show that

the number of leechers x1 in ISP 1 is significantly higher

than predicted by the model for κ1 = 0.5. The reason for this

mismatch is the same as explained above, i.e., a system which is

on average upload rate limited can get download rate limited for

a period of time if only very few leechers are online. However,

almost all swarms we observe in practice are clearly upload rate

limited, and for upload rate limited systems the model provides

very accurate results.

We conclude the validation of the system dynamics with

simulation results for larger swarms. To this end, we increase

the arrival rates to λ1 = 3 and λ2 = 30 which leads to swarm

sizes of about 600 peers concurrently online. We simulate two

scenarios, one with homogeneous peer access speeds and one

with heterogeneous peer access speeds. In the former one, we

keep the default upload and download capacities (Sect. IV-C1)

for all peers. In the latter one, we use upload capacities of

(0.0125,0.05,0.2) and download capacities (0.2,0.8,3.2) and

assign them to a new peer with probability (0.4,0.5,0.1),
respectively. This leads to the same average access speeds in

the homogenenous and the heterogeneous scenario.

The simulations show that the difference between the ho-

mogeneous and the heterogeneous scenario is negligible (cf.

Fig. 2(b)). This validates that the model is accurate in swarms

where peers have heterogeneous access speeds, as long as

the average access speeds per ISP are constant. Furthermore,

we observe that in comparison to Fig. 2(a) the number of

leechers measured in the simulations is significantly closer

to the prediction of the model. This is due to the fact that

oscillations of the system between the upload and dowload rate

limited state are less prevalent in swarms with a higher number

of peers. As a consequence, the model provides more accurate

estimates for large swarms.

D. Numerical Results

The validation presented above allows us to consider two

ISPs when evaluating the effects of the cache upload rate κi

of ISP i on the system dynamics in ISP i. In the following we

will use such a simple scenario to evaluate the effects of the

cache upload rate on the number of leechers and seeds in the

system.

Fig. 2(c) shows the normalized number of leechers and seeds

in steady state in both ISPs for two values of the arrival intensity

in ISP 2. Like in Figs. 2(a) and 2(b), all values are normalized

with the values obtained in the case without caching, i.e., κ1 =
0. For the case of equal arrival intensities in the two ISPs (λ1 =
λ2) the effect of the cache capacity on the number of peers

in the system is significant in both ISPs. For the case when

λ2 ≫ λ1 the effect of the cache upload rate on ISP 1 is just

slightly smaller. In both cases we can observe the cache upload

rate at which ISP 1 becomes download rate limited, i.e., above

which rate the number of leechers and seeds in the ISP does not

change. The proportional decrease of the number of leechers is

bigger than that of the number of seeds, which might lead to

an unwanted effect of the introduction of a cache: more seeds

in ISP 1 will upload to leechers in ISP 2 thereby increasing the

outgoing traffic of ISP 1. In the following section we investigate

under what conditions this unwanted effect can be observed.

V. THE IMPORTANCE OF FLUID MODELING

In order to illustrate the importance of the effect of the cache

upload rate on the system dynamics, in this section we develop
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Fig. 2. Normalized number of leechers
xi

xi |κ1=0
and seeds

yi
yi |κ1=0

as a function of the cache upload capacity κ1 of ISP 1. The figures show the number of

leechers xi and seeds yi in ISP i divided by the corresponding values for the case without caching (xi|κ1=0 and yi|κ1=0).

a simple model of the transit traffic of the ISPs and use the

model to give analytical and numerical results.

Ideally, one would expect that by installing upload rate κi ISP

i can decrease its incoming transit traffic ρ I
i by at least κi. To see

why let us consider the decrease in incoming transit traffic ρ I
i if

ISP i installed a transparent cache. The transparent cache serves

requests that would generate incoming transit traffic, hence a

cache upload rate of κi decreases the amount of incoming traffic

ρ I
i by κi, but it does not affect the amount of outgoing traffic

ρO
i . (Requests are typically much smaller than the replies that

contain the actual data, so the effect of the transparent cache on

the amount of outgoing transit traffic is minimal.) An alternative

requirement can be that if ISP 1 installs cache upload rate κi

then it decreases its total transit traffic ρ I
i +ρO

i by at least κi.

If none of these conditions is met then the cache upload rate

installed by the ISP is indirectly feeding peers in other ISPs.

A. A Simple Model of Transit Traffic

Estimating the amount of transit traffic generated by a set of

peers in an ISP is difficult in general, because the effects of

the neighbor selection algorithms (e.g., choking/unchoking in

BitTorrent), of the inter-ISP delays and bandwidth bottlenecks

are hard to model. The model we describe in the following

does not take into account such details, but it provides a way

to quantify the effects of the cache upload rate on the amount

of transit traffic. More accurate models of the data exchange

between peers might give quantitatively different results, but

the qualitative results would not be different.

To simplify the notation, we define the publicly available

upload rate in ISP i as the upload rate in ISP i that can be

used by leechers outside of ISP i, and denote it by uP
i . For

the scenario considered until now this quantity is given by the

upload rate of the leechers and the seeds uP
i = µ(ηxi + yi).

Similarly, we define the locally available upload rate in ISP i

as the upload rate that is only available to leechers in ISP i.

For the considered scenario this quantity is given by the upload

rate of the cache, uL
i = κi.

The approximation we derive in the following is based on

the observation that leechers compete with each other for

the available upload rate as long as they would be able to

download at a higher rate. Hence, we start the development of

the transit traffic estimates by expressing the amount of traffic

that leechers in ISP i would demand from the publicly available

upload rate ∑i uP
i .

For the ISP managed Ultrapeer (ImU) the demanded rate is

the portion of the maximum download rate of the leechers that

they do not get served from only locally available sources. Since

the ImU appears as an arbitrary peer to the leechers in ISP i,

they will download from it with a probability proportional to

its upload rate

Dd
i = cxi

(

1−
uL

i

∑ j uP
j +uL

i

)

. (19)

For the ISP managed cache (ImC) the rate demanded by

the leechers has to be decreased by the installed cache upload

rate, because the leechers would by preference utilize the

cache to obtain the content. Hence, if the cache can serve all

leechers then no publicly available upload rate is requested by

the leechers. Otherwise, the leechers request publicly available

upload rate with an intensity proportional to their remaining

maximum download rate

Dd
i = max(0,cxi −κi)

(

1−
uL

i −κi

∑ j uP
j +uL

i −κi

)

. (20)

For the considered scenario uL
i = κi, which means that whatever

is not downloaded from the cache is requested from the publicly

available upload rate.

If the system is download rate limited then the leechers

receive the requested rate. If the system is upload rate limited

then their received rate is proportional to the total available

upload rate divided by the total requested rate

Dr
i = Dd

i min

(

1,
∑ j uP

j

∑ j Dd
j

)

. (21)

The rate that the leechers receive can originate from any ISP,

and it is hard to provide an accurate estimate of the share of



the traffic that would originate from outside the ISP, as factors

such as the available bandwidth between ISPs and the end-to-

end delays influence the download process. In the following

we adopt a pessimistic assumption: the amount of traffic that

originates from outside the ISP is proportional to the publicly

available upload rate outside the ISP. Using this assumption we

can now express the incoming transit traffic of ISP i

ρ I
i = Dr

i

(

1−
uP

i

∑ j uP
j

)

. (22)

We estimate the outgoing transit traffic based on the incom-

ing transit traffic estimates. We have to ensure that the total

incoming transit traffic of the ISPs is equal to the total outgoing

transit traffic of the ISPs. A simple model that satisfies this

criterion is one in which the amount of traffic that ISP i uploads

to ISP j is proportional to the ratio of the publicly available

upload rate in ISP i and the aggregate publicly available upload

rate outside ISP j

ρO
i = ∑

j 6=i

ρ I
j

uP
i

∑k 6= j uP
k

. (23)

In the following we use these simple estimates to quantify the

effects of the cache upload rate on the incoming and outgoing

transit traffic of the ISPs.

B. Asymptotic Results of Cache Efficiency

Motivated by the results of Section IV-B we consider the

case of two ISPs, a tagged ISP (i = 1) and the rest of the ISPs

represented by ISP i = 2, (I = {1,2}). We consider the effects

of the cache upload rate κ1 installed by ISP 1 on the amount

of traffic exchanged between the two ISPs.

We analyze the effects of the cache upload rate in the limiting

case when λ2 → ∞. We consider the case of an upload rate

limited system because for λ2 sufficiently large the system is

upload rate limited as long as µ < c (see Eq. (12)).

We start with the case of the ImU. For an upload rate limited

system and small cache upload rates κi we can give an upper

bound on the incoming transit traffic in ISP i as xi

∑ j∈I x j
of the

total upload rate from leechers and seeds in all other ISPs j 6= i,

i.e., ∑ j∈I\{i} uP
j

ρ I
i =

xi

∑ j∈I x j
∑
j 6=i

uP
j . (24)

Substituting this expression into (23) we get an upper bound

on the outgoing transit traffic intensity

ρO
i =

(

1−
xi

∑ j∈I x j

)

uP
i . (25)

Let us now substitute (14) and (15) into (24) and (25). By

increasing the peer arrival rate in ISP 2 to infinity we get

lim
λ2→∞

(ρ I
1|κ1=0 −ρ I

1) =
κ1

(
1+ θ

ν

) (26)

lim
λ2→∞

(ρO
1 |κ1=0 −ρO

1 ) =
κ1

(
1+ θ

ν

) −
µκ1

γ
. (27)

Both expressions are independent of the cache upload rate κ2 in

ISP 2, and the arrival intensity in ISP 1. We also note that since

ν > 0 we have 1+ θ
ν ≥ 1, so that the incoming transit traffic

gain is always less than the cache upload rate installed by the

ISP. The same is true for the outgoing transit traffic gain. The

sum of the gains can however exceed the cache upload rate. We

conclude that a transparent cache is preferable over an ImU for

an ISP whose transit traffic costs are only a function of the

amount of incoming transit traffic. Nevertheless, an ImU might

be preferable if the ISP is charged based on the maximum of

the incoming and the outgoing transit traffic.

For the ImC we can develop similar results by considering

the upper bound for the incoming transit traffic

ρ I
i =

cxi −κi

∑ j∈I cx j −κ j
∑
j 6=i

uP
j , (28)

and substituting this into (23) to get the upper bound on the

outgoing transit traffic

ρO
i =

(

1−
cxi −κi

∑ j∈I cx j −κ j

)

uP
i . (29)

We substitute (14) and (15) into (28) and (29) and increase the

arrival rate in ISP 2 to infinity to get

lim
λ2→∞

(ρ I
1|κ1=0 −ρ I

1) =
κ1

(
1+ θ

ν

) +
κ1µη

c

γ

(γ −µ)
(30)

lim
λ2→∞

(ρO
1 |κ1=0 −ρO

1 ) =
κ1

(
1+ θ

ν

) −
µκ1

γ
. (31)

Again, the expressions are independent of κ2, and the arrival

intensity in ISP 1. Comparing (26) to (30) we observe that the

bound for the gain in terms of incoming transit traffic is higher

for ImC than for ImU (because γ > µ for an upload rate limited

system). Depending on the value of the rightmost term of (30)

the efficiency of the cache upload rate for ImC can exceed 1.

Consequently, an ImC can outperform a transparent cache in

terms of the decrease of the incoming transit traffic. Comparing

(27) to (31) we observe however that the bounds for the gain

in terms of outgoing transit traffic are the same for ImU and

ImC.

C. Model Validation

Before analyzing the effects of the caches on the amount

of transit traffic we show simulation and experiment results to

validate the simple model of transit traffic. We use the same

scenarios as for the validation of the system dynamics (cf.

Sect. IV-C) and consider the transit traffic savings, i.e., the

difference of the transit traffic without and with caching. We

distinguish between incoming transit traffic savings ρ I
1|κ1=0 −

ρ I
1 and outgoing transit traffic savings ρO

1 |κ1=0−ρO
1 . Figs. 3(a)

and 3(b) show the incoming and outgoing transit traffic savings

normalized by the corresponding transit traffic values without

caching, ρ I
1|κ1=0 and ρO

1 |κ1=0 respectively. Consequently, the

values in Figs. 3(a) and 3(b) can also be interpreted as the

fraction of incoming and outgoing transit traffic that can be

saved by installing a cache with upload capacity κ1.

The simulations and experiments confirm that the model

provides accurate estimates of the transit traffic as long as the

system is clearly download rate limited (Fig. 3(a)). However,

for values of κ1 close to the transition between an upload
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Fig. 3. Normalized transit traffic savings for ISP 1 vs. its cache upload capacity
κ1. The incoming transit traffic savings (ρ I

1|κ1=0 −ρ I
1) are normalized by the

incoming transit traffic without caching, ρ I
1|κ1=0. The values for the outgoing

transit traffic savings are calculated similarly, i.e., (ρO
1 |κ1=0 −ρO

1 )/ρO
1 |κ1=0.

rate limited system and a download rate limited system the

difference between the model and the simulation results gets

bigger, up to 25%. Further increasing κ1 the analytical and

simulation results get closer as the system becomes dominantly

download rate limited. The reason is again that due to the

changing peer population there are some periods of time when

the system is download rate limited although it is upload rate

limited on average. When the peer population is small, the

cache can not use its total upload capacity and leechers obtain

a larger fraction of the file from other peers.

Like in Sect. IV-C, we perform simulations of a larger swarm

(λ1 = 3, λ2 = 30) and equip the peers with homogeneous and

heterogeneous access speeds. The transit traffic savings in these

scenarios are presented in Fig. 3(b). Again, we conclude that

the predictions of the model are more accurate for larger peer

populations and that there is hardly any difference between

the simulations with homogeneous and heterogeneous access

speeds of the peers.

D. Numerical Results and Insights

In the following, we show numerical results based on the

simple model of the transit traffic and show that an accurate

model of the system dynamics is necessary when investigating

the impact of caches on the transit traffic. We present non-

normalized transit traffic values in order to be able to show the

asymptotic results.

1) Numerical Results: Fig. 4(a) shows the savings in terms

of incoming transit traffic as a function of the cache upload rate

κ1 for ISP 1. The parameters are the same as the ones used for

Fig. 2(c). For ImU the decrease of the incoming transit traffic

is always below the amount of cache upload rate used, while

for ImC it is equal. The asymptotic bounds are rather tight both

for ImU and for ImC until the system becomes download rate

limited. Once the system is download rate limited, the increase

of the cache upload rate has only a minor effect on the incoming

transit traffic.

There is a big difference in the efficiency of the caches for

different values of the arrival rate λ2 in ISP 2. The decrease

of the incoming transit traffic is less than 50% of the cache

upload rate for λ1 = λ2, while it is close to the asymptotic

limit for λ2 = 60. The inefficiency of the cache to decrease

the incoming transit traffic for swarms for which a significant

portion of the peers is in the ISP shows that ISPs might have to

actively manage the cache upload rates between the different

swarms to maximize the cache efficiency.

Fig. 4(b) shows the savings in terms of outgoing transit traffic

as a function of the cache upload rate κ1. The parameters are

the same as the ones used for Fig. 2(c). Surprisingly, we observe

that the outgoing transit traffic increases slightly for low values

of κ1. The increase of the outgoing transit traffic is in fact a

result of the increase of the number of seeds and the decrease

of the number of leechers in ISP 1. The changes in the number

of the peers and cache upload rate results in an indirect feeding

of the leechers in ISP 2. This phenomenon is the reason for the

low efficiency in decreasing the outgoing transit traffic even for

λ2 = 60. The asymptotic bounds are rather tight both for ImU

and for ImC.

These results suggest that a transparent cache is rather

efficient in terms of decreasing the incoming transit traffic

compared to an ImU. With the availability of localization ser-

vices the deployment of ImC can become possible, which can

improve the efficiency of non-transparent peer-to-peer caches.

2) Fluid Modeling vs. Static Overlay: The simple model

of transit traffic we described is of course not accurate and

complex enough to predict the amount of transit traffic in a

complex, heterogeneous network, but it can serve to compare

the amount of transit traffic if one considers the effects of

caches on the system dynamics and if one does not consider

them.

Fig. 4(c) shows the mismatch of the estimate of the transit

traffic savings if one did not use the fluid model described in

Section IV to model the change of the number of peers as a

function of the cache upload rate, but used the number of peers

without a cache to estimate the transit traffic as a function of the

cache upload rate using (22) and (23). The figure shows that one

underestimates the decrease of the incoming transit traffic by

almost up to a factor of 20 if one does not consider the change

of the number of peers. At the same time one overestimates

the decrease of the outgoing transit traffic by up to a factor of
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Fig. 4. Analytical results for transit traffic savings of ISP 1 vs. its cache upload capacity κ1.

10. The actual ratios depend on the considered scenario, but

in general, the error introduced by not modeling the change of

the number of peers can be substantial.

VI. CONCLUSION

We considered the impact of caches on the inter-ISP traffic

due to BitTorrent-like peer-to-peer systems. We developed a

simple fluid model of the effects of caches on the system

dynamics and showed using the model how the caches installed

in an ISP affect the system-wide and the local peer-dynamics.

We described a simple model of inter-ISP traffic and used the

model to illustrate that the major impact of caches on the transit

traffic is via the system dynamics. Hence, one can not neglect

the effects of caches on the system dynamics. We provided

asymptotic bounds on the efficiency of caches, and gave a

comparison of the efficiency of caches under our modeling

assumptions. We showed that caches can sometimes lead to

increased outgoing transit traffic, depending on the portion

of the peers within the ISP. Our analytical results also show

that ISP managed Caches would in general be superior to

transparent caches and to ISP managed Ultrapeers in terms of

decreasing the transit traffic. We validated the insights obtained

via the fluid model by simulations and experiments with real

BitTorrent clients. While the quantitative results on the inter-

ISP traffic depend on the traffic model, we expect that the

qualitative results would hold for other traffic models. It will

be subject of our future work to extend the analytical model

of transit traffic to more complex network scenarios, and to

consider the impact of locality aware neighbor selection policies

and of traffic shaping by ISPs.

REFERENCES

[1] Ipoque, “Internet Studies 2008,” http://www.ipoque.com.
[2] R. Bindal, P. Cao, W. Chan, J. Medved, G. Suwala, T. Bates, and

A. Zhang, “Improving traffic locality in bittorrent via biased neighbor
selection,” in Proc. of ICDCS, 2006, pp. 66–77.

[3] S. L. Blond, A. Legout, and W. Dabbous, “Pushing bittorrent locality to
the limit,” Tech. Rep. arXiv:0812.0581, Dec 2008.

[4] D. Choffnes and F. Bustamante, “Taming the torrent: A practical ap-
proach to reducing cross-ISP traffic in P2P systems,” in Proc. of ACM

SIGCOMM, Aug. 2008.
[5] V. Aggarwal, A. Feldmann, and C. Scheideler, “Can isps and p2p systems

co-operate for improved performance?” ACM Computer Communications

Review, vol. 37, no. 3, pp. 29–40, 2007.

[6] H. Xie, Y. Yang, A. Krishnamurthy, Y. Liu, and A. Silberschatz, “P4P:
Provider portal for P2P applications,” in Proc. of ACM SIGCOMM, 2008.

[7] PeerApp UltraBand, “http://www.peerapp.com.”
[8] OverCache P2P, “http://www.oversi.com.”
[9] M. Hefeeda and O. Saleh, “Traffic modeling and proportional partial

caching for peer-to-peer systems,” IEEE/ACM Trans. Netw., vol. 16, no. 6,
pp. 1447–1460, 2008.

[10] N. Leibowitz, A. Bergman, R. Ben-Shaul, and A. Shavit, “Are file
swapping networks cacheable? characterizing p2p traffic,” in In Proc.

of the 7th Int. WWW Caching Workshop, 2002.
[11] T. Karagiannis, P. Rodriguez, and K. Papagiannaki, “Should internet

service providers fear peer-assisted content distribution?” in Proc. of ACM

IMC, 2005, pp. 63–76.
[12] A. Wierzbicki, N. Leibowitz, M. Ripeanu, and R. Woźniak, “Cache
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Abstract. Peer-to-Peer overlays are responsible for a large amount of
consumer traffic, including the costly inter-domain traffic. Managing this
traffic requires to consider the interests of the involved parties (users,
overlay providers, and network providers), since many traditional ap-
proaches benefit only single parties. In this work we propose a mecha-
nism where an Internet provider offers additional free resources to se-
lected users that act in a most network-friendly way and are able to bias
the overlay traffic for higher localization. By the means of simulations,
we show that a proper cooperation with overlay providers can result in a
mutual benefit. For typical interconnection agreements, this also applies
if only a single Internet provider adopts the proposed mechanism.

1 Introduction

Management of Peer-to-Peer (P2P) traffic has traditionally been a challenging
task as it requires meeting the diverse requirements of all involved parties: users,
overlay providers, and Internet Service Providers (ISPs). The main goal of the
users is the increased performance and quality of experience. Overlay/content
providers strive for decreased load on their servers by increasing content availabil-
ity in the overlay and, insofar, their goals match those of the users, since higher
availability allows for the better performance for the users. Finally, ISPs look to
minimize their costs, particularly those incurred from inter-domain traffic. With
the increasing popularity of high-resolution video content [1] the relevance of
mechanisms matching the interests of all three parties is even more crucial.

Traditional techniques to manage Internet traffic focus on prioritization of
certain protocols (e.g., HTTP over P2P traffic) and traffic shaping [2] to meet
the requirements of ISPs and some users. However, they do not take into account
the needs to the growing number of P2P users and their impact on the network
neutrality is highly debatable [3]. Other approaches, such as proxy caching, face
the limitation to support the vast amount of protocols and potential legality
issues. Finally, some approaches try to minimize inter-domain traffic by localizing
the overlay traffic inside the ISP’s domain. However, the locality itself might lead
neither to increased overlay performance nor content availability, thus, the goals
of the overlay users and provider are not necessarily met [4].
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In this work an approach to indirect Traffic Management (TM) is presented
which attempts to meet the requirements of all three parties by giving users
a clear and measurable incentive to cooperate both with the ISP, in terms of
promoting locality, and with overlay providers, in terms of increasing bandwidth
availability. The proposed method boosts the overlay performance in the local
domain by increasing the upload bandwidth of selected local peers. These peers
are referred to as Highly Active Peers (HAP) and are promoted by means of
the Next Generation Networking (NGN) or similar features of the ISP’s network
management system. The mechanism also increases the download bandwidth of
HAPs as an additional incentive to promote locality and upload more data to
other local peers.

We show that, though all peers can benefit from improved overlay perfor-
mance, best results are achieved if the overlay implements locality-awareness
techniques, which would allow other peers to discover local HAPs easier and
benefit from their increased capacities. We also pay special attention to the
early adopter scenario when only one ISP applies the proposed technique.

This paper is structured as follows: The related work is discussed in Section 2,
while Section 3 provides the overview of the proposed approach including the
incentive mechanism, monitoring, and promotion technique. In the subsequent
Section 4 the application scenario is described. Finally, Section 5 presents the
evaluation results, followed by the conclusion in Section 6.

2 Related Work

Traffic shaping is one possible technique to reduce the costly inter-domain traffic
incurred through P2P applications. A prominent example is the case of Comcast
that throttled BitTorrent traffic [8]. However, such measures typically result in
unsatisfied users and overlay providers. Additionally, their impact on network
neutrality is highly debatable.

Another option are network caches [9] tailored to specific P2P applications
such as those offered by Oversi4. Such caches typically rely on Deep Packet
Inspection or similar techniques [6] in order to detect P2P traffic and fail to
handle encrypted P2P traffic. Furthermore, the network cache owner might face
problems, if caching illegal content.

A different approach is to enhance P2P applications with knowledge about
the underlying infrastructure, thus, making them locality-aware. Different ap-
proaches were proposed, mostly applicable to the BitTorrent protocol [5, 10, 11].
Some techniques rely on collaboration with the network provider, offering local-
ity hints [12, 7] while others apply external sources of locality information [13].
As pointed out by recent work, such mechanisms not necessarily benefit all play-
ers [4]. Therefore, additional mechanisms that complement locality-awareness at
the ISPs’ side become interesting.

4 http://www.oversi.com/
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3 Approach Overview

The performance of P2P overlays for content distribution (such as file sharing
and streaming) relies strongly on two factors: availability of the content and the
upload bandwidth of participating peers. While the overlay performance only
considers these factors globally, the Internet providers should attempt to improve
them in the local domain. Then and only then can they successfully promote
locality without hurting any of the involved stakeholders but leading to the so-
called Triple-Win situation when peers, overlay, and ISPs benefit. Attempts to
promote locality without first improving content availability and locally available
bandwidth might lead to overall performance deterioration of the overlay.

The proposed mechanism suggests to increase locally available upload band-
width by increasing upload bandwidth for the selected subset of overlay users
who are most likely to increase the overlay performance and to promote locality
for the benefit of the ISP. Consequently, the mechanism focuses on promoting
the best overlay users to Highly Active Peers (HAPs) by significantly increasing
their bandwidth for sufficient time intervals.

The proposed mechanism can be broken down to following steps:

1. The ISP monitors the performance of its overlay users and collects their
usage statistics by the means described in Section 3.2.

2. Based on these statistics aggregated at regular intervals ISP calculates rank-
ing metric and decides which peers to offer a potential to act as HAPs (see
Section 3.1).

3. ISP uses NGN capabilities to promote selected peers by increasing their
upload bandwidth (see Section 3.3 for details). At the same time HAPs
might receive other benefits, such as increased download bandwidth, which
can be also modified via NGN capabilities.

It is important to note that the promotion, and any associated benefits, stays
active until the next evaluation phase takes place. Then the peers that already
have been HAPs in the previous phase can either remain HAPs if they have
behaved as expected, or be demoted to normal peers otherwise.

3.1 HAP Selection Algorithm

The goal of the algorithm is to identify heavy users, being able to act as locality-
promoting HAPs and bias the overlay traffic for more locality.

3.1.1 Ranking Metric The metric for selecting peers to be promoted to
HAPs has to consider relative contribution of the peers to the overlay network
as a whole as well as to the local domain, thus addressing the interests of Internet
and overlay providers, which are not always aligned. As peers can have rather
diverse configurations, all evaluations have to be done relative to the maximum
possible contribution in any given period of time, thus keeping the metric fair to
all potential HAPs. Based on the above requirements the following parameters



4 Konstantin Pussep, Sergey Kuleshov, Christian Gross, Sergios Soursos

describe peer’s contribution to overlay in global and local domains (calculated
over the measurement interval t with a typical value of 24 hours):

– Utotal(t) is the total upload traffic of the peer. This metric represents total
contribution of the peer to the overlay and is important to consider for the
benefit of overlay since peers who already contributed a lot, could potentially
contribute even more.

– Ulocal(t) is the total upload traffic of the peer within the local domain. This
parameter allows to prefer peers that probably apply locality-aware peer
selection mechanisms or that are popular inside the domain, being more
quickly discovered by other local peers.

– S(t) is the seeding ratio, i.e., the ratio of peer’s upload and download vol-
ume. It allows to select peers that are altruistic in the sense that they stay
online to provide content and not only to consume it (this allows us to avoid
the measurement of actual online time of peers, that is practically rather
difficult). Smax(t) is the highest value over all peers during time slot t.

– B(t) is the upload bandwidth of the peer during time slot t.
– d is the duration of the measurement interval and depends on the minimum

possible promotion interval and monitoring equipment capabilities (one day
or less appears feasible).

A proper combination of these parameters can only be identified based on
the extensive experimental and exploitation results. As a starting point the naive
approach of taking the weighted sum of relative contribution appears sufficient:

R(t) = pt
Utotal(t)

d ·B(t)
+ pl

Ulocal(t)

d ·B(t)
+ ps

S(t)

Smax(t)
(1)

Note that to keep the metric fair for all customers and agnostic to actual
customer’s bandwidth the upload volume is divided by its upper bound d ·B(t)
that would have been observed if a peer continuously uploaded data at full speed.
Furthermore, it allows for fair comparison between HAPs and normal peers.

The exact values of weight parameters pt, pl, ps depend on the requirements
and context of the specific ISP deploying the mechanism. Generally, it is advis-
able to keep values of all weights relatively close in order to balance gain for
both the Internet and overlay providers.

Another requirement to the HAP selection metric is that the history of the
peers’ behavior has to be taken into account as peers with a known history
of high contribution are more likely to maintain the trend. On the other hand
historical data should have limited effect over time in order to keep the entrance
barrier quite low for new peers. A feasible approach is taken which suggests using
the Simple Moving Average over duration of history period H which yields the
following metric:

R =

�
tnow

t=tnow−H
R(t)

H
(2)
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3.1.2 Promotion of HAPs Based on the computed rating values, the ISP
performs the promotion of peers/customers based on the presented ranking met-
ric. The technical details and considerations of this operation are discussed in
Section 3.3. Promotion is only active for the duration of time interval t, since
during the next interval a new set of HAPs is selected, while peers not eligible
to be HAPs again are reverted back to their normal access profile.

There are at least two different ways to determine the desired subset of peers
to be promoted to HAPs:

1. The ISP decides on the additional upload and download bandwidth Uall and
Dall that should be allocated to all HAPs and the per peer upload increase
Upeer and Dpeer. Then the total number of supported HAPs is:

N = min(Uall/Upeer, Dall/Dpeer)

2. Alternatively, the ISP defines a rating threshold Rth and promotes all peers
with higher ratings.

We opt for the first solution, since it allows the ISP to limit the potential
traffic increase in its network, though, a combination of both approaches can be
used that promotes up to N best peers whose ratings exceed the threshold Rth.
This choice is based on considerations of financial feasibility as every extra HAP
not only leads to potential savings (due to increased locality of P2P traffic) but
also brings some associated costs.

3.2 Collection of Behavioral Statistics

The basic parameters required to calculate the ranking metric as described in
Section 3.1.1 can be collected in two ways: through the monitoring functionality
of the ISP’s network equipment such as NetFlow5, or from the overlay application
itself. Both approaches have their advantages and disadvantages some of which
depend on the specific equipment in use by the ISP.

The first option makes the HAP mechanism application agnostic as it only
requires deployment on the ISP side. In order to achieve best results, the ISP
should be able to classify the exchanged data according to the protocol type:
P2P, HTTP, etc. This can be done by the means of deep packet inspection
or other techniques [6], which might be difficult for some ISPs. Otherwise, the
collected statistics will contain the data about the total traffic of the given ISP’s
customer, resulting in a certain deviation. This can be tolerated to some extent,
since most non-P2P applications are rather making use of download than upload
bandwidth.

Collecting behavior information from the client requires additional coopera-
tion between the overlay provider and the ISP. Unfortunately, this information
cannot be fully relied upon as it can be potentially tampered and mislead the ISP
into promoting wrong users. This can be partially addressed by cross checking
the provided information, which, however, complicates the procedure.

5 http://www.cisco.com/en/US/products/ps6601/products ios protocol group home.html
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3.3 Means of Changing the User Access Profiles

The incentive-based traffic management technique described in this work takes
advantage of the capabilities provided by NGN compatible equipment, which,
among other features, allows on-the-fly automated updates of the customer ac-
cess profiles6. In our case the totally accessible upload and download bandwidth
of certain users in increased. The same results, however, can be achieved using
other equipment. One realistic example would be the case when customer access
bandwidth is not limited by the DSLAM but is throttled by the use of a cus-
tomized Linux-based traffic shaper, which can be reconfigured dynamically to
promote certain customers to HAPs.

4 Application Scenario

Our approach targets, in the first place, content distribution overlays that make
extensive use of the available peer bandwidth, that means especially file shar-
ing and streaming application. Besides the potentially extensive usage of inter-
domain links, such applications state significant requirements on the available
upload bandwidth in order to satisfy users’ requirements, such as fast downloads
in case of file sharing and low playback delays for streaming. While the traffic
share of pure file sharing overlays is currently decreasing, the streaming appli-
cations are increasingly gaining ground [1]. Here, we are especially interested
in the peer-assisted Video-on-Demand (VoD) applications because they exhibit
the properties of shifting the distribution costs from content providers to users
and ISPs. While the users might not suffer significantly due to flat-rate based
payment schemes, an ISP has to deal with the increased load on its links.

Therefore, a proper traffic management mechanism should be able to mitigate
the negative effect of such cost shifts in the most efficient manner. This can be
compared with the situation of Content Delivery Networks (such as Akamai7)
that make special agreements with content providers and place their servers at
major interconnection links. In our approach the ISP and the overlay provider
might benefit in a similar manner by combining the locality-awareness in the
overlay with the ISP-granted bandwidth.

A generalized peer-assisted application works as follows: The content is ini-
tially placed on overlay provider’s servers and uploaded to requesting users. In
case that the requested content was already consumed by some users, these
replica owners are online and have free upload resources, new requests are
served by those peers in the first place. Only the missing upload bandwidth
is contributed through the servers. The amount of required bandwidth is dic-
tated either by the desired download speed (for file sharing) or video bitrate
(for streaming applications). This way, the content provider offloads it servers
as much as possible and reduces its costs, while the users receive the desired
Quality-of-Service.

6 http://www.itu.int/ITUT/studygroups/com13/ngn2004/working definition.html
7 www.akamai.com
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5 Evaluation

In order to evaluate the proposed mechanism, we apply event-driven simulations
based on the application scenario described in Section 4. The simulation model
captures all three involved players: users consuming and exchanging videos, over-
lay provider’s servers offering the initial content, and network providers. The
overlay application is able to run both in locality-unaware and -aware modes by
applying different peer selection policies (similar to [5] and [7]).

The goal of our experiments is to understand whether the proposed approach
can result in a “win-win” situation both for the overlay and ISPs. We address
this by assessing the impact of HAP promotion through ISPs on the overlay
performance and underlay costs (Section 5.2). For comparison, we consider the
impact of locality-aware peer selection (Section 5.3) without HAP promotion.
Furthermore, we evaluate the case where both options (HAP promotion with
locality-aware peer selection) are combined (Section 5.4). This appears to be the
most promising combination, since locality-awareness typically benefits the ISPs
in the first place [5], while the HAP by itself increases the overlay resources.

A special case is when only one ISP decides to support HAP promotion.
In such a case the impact on its inter-domain traffic must be considered, since
having a clear benefit for such an early adopter increases the chance of the
mechanism to be accepted by ISPs (see Section 5.5).

5.1 Experimental Setup and Metrics

The overlay comprises 10,000 users with 2,000 videos being consumed over the
duration of four weeks. The videos are 50 minutes long and encoded with 610
kbps (considered as standard resolution for up-to-date video-on-demand ser-
vices). We apply the Pareto distribution to user requests, resulting in 20% of
users generating 80% of streaming requests. The users choose videos to watch
according to a Zipf distribution (with Zipf parameter α = 0.85) and stay online
for 30 minutes after the playback finishes. Furthermore, the users store down-
loaded videos in their local caches limited to the size of two GB (enough to cache
four videos) and apply a first-in-first-out cache replacement policy.

The network topology is modeled by six ISP domains: one containing only the
content provider’s servers and others containing the normal peers. The upload
bandwidth of peers is limited to 305, 610, or 1220 kbps per scenario (meaning
0.5, 1 or 2 times the playback rate of the video, respectively). Since the typical
download bandwidth of DSL users is at least 1.5 Mbps, we limit the download
rate only to the video playback rate, e.g., peers never consume the stream at a
higher rate than the playback rate. We don’t limit the upload bandwidth of the
servers, since we are interested in their load under various traffic management
configurations. Note that we don’t include the confidence intervals, since they
were negligible (around 1%) for all experiments.

We capture the following metrics to understand the impact of the mecha-
nisms under study: (1) data uploaded by servers to capture the costs for the
overlay provider, and (2) inbound and outbound inter-domain traffic to capture
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ISPs’ costs. We also consider the intra-domain traffic, that does not leave ISPs’
domain, as the best case regarding the interconnection costs.

Note that we don’t address the user experience directly, since in a peer-
assisted scenario the servers catch up with missing resources. Instead, we assume
that the content provide transfers the distribution costs (or cost savings) to the
users by adjusting the content prices. A feasible scenario is also one where the
content provider rewards users depending on their overlay contribution.

5.2 Plain HAP

In this experiment we consider the case when all ISPs hosting normal peers apply
the HAP mechanism. Starting with three different initial peer upload capacities,
the upload bandwidth of discovered heavy users is increased by a factor of 1.5,
2, and 3, resulting in up to 200% more upload bandwidth in the overlay.

Figure 1(a) shows that, surprisingly, the increased upload bandwidth does
not improve the interconnection costs of the ISPs significantly (only 8% decrease
in the case of low initial bandwidth and 3x bandwidth increase per HAP). The
reason is that the additional bandwidth is equally distributed in the overlay and,
therefore, the probability that the additional bandwidth of local peers is being
used, is quite low. On the other hand, Figure 1(b) shows a significant improve-
ment in the server load, with savings of up to 90% for the content provider. We
reason that the plain HAP mechanism does not necessarily results in savings for
the ISPs, though being beneficial for the content provider.
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Fig. 1. Plain HAP promotion applied by all ISPs.

5.3 Locality-aware Peer Selection

Following the insights of the previous experiment, we consider the case of an
ISP-friendly overlay application, where the peers always try to download video
segments from local peers, if possible. As shown in Figure 2, an ISP-friendly
overlay design allows to reduce both inbound and outbound traffic of ISPs with-
out having an ISP-side traffic management in place. This effect is stronger if
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the upload bandwidth of peers is not scarce (i.e. equal or larger than the video
bitrate). Unfortunately, the locality-aware peer selection does not result in a
benefit for the overlay as such, since the load on the servers cannot be reduced
(we assume that there are no bottlenecks in the inter-domain links). Therefore,
the overlay provider has no clear incentive to implement the locality-aware peer
selection in the application.
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Fig. 2. Impact of locality-aware peer selection (without HAP promotion).

5.4 HAP with Locality-aware Peer Selection

The results of the previous experiments suggest the combination of the HAP
mechanism (applied by ISPs) and the locality-aware peer selection (applied by
the overlay) being promising to achieve a win-win situation. Hereby, both parties
have to contribute their part to the mutual benefit.

Figure 3(a) shows the potential savings of the inbound traffic. The observed
reduction ranges from 30 to 50% depending on the bandwidth increase for HAPs.
On the other hand, the server load is reduced by up to 90% (see Figure 3(b)),
similar to the case of the HAP approach and locality-unaware overlay (cf. Fig-
ure 1(b)). Note that this reduction of both the inter-domain traffic and server
load is achieved by promoting only 20% of peers to HAPs.
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Fig. 3. HAP applied by all ISPs combined with locality-aware peer selection.
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To conclude the experiment, an ISP benefits from the HAP mechanism, if
the boosted peers use an ISP-friendly overlay application. This can be done, for
example, by preferring HAP candidates uploading more data inside of the ISP’s
domain than to remote ISPs (by setting the weight pl � pt and ps).

5.5 Early Adopters

In this experiment we analyze the situation of an early adopter, i.e., a single ISP
that applies HAP mechanism while the other ISPs don’t apply it yet. Similar to
the previous experiments, we compare the impact of HAP promotion for locality-
unaware and locality-aware overlays, expecting the second type of application
to result in better ISP-friendliness. However, it is not obvious whether the early
adopter can benefit from the HAP promotion or might experience even higher
inter-domain traffic.

Figure 4 shows the impact on inter-domain and intra-domain traffic of all
five ISPs where only ISP A applies HAP promotion. Here the peers’ upload
bandwidth is the same as the video bitrate. We show the impact of different
values of the HAP TM factor (1 = no traffic management, 1.5, 2, or 3 times the
original upload bandwidth) on the inter- and intra-domain traffic of single ISPs.
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Fig. 4. Traffic management applied only by the single ISPs (A) for both locality-
unaware and -aware overlays. Initial upload bandwidth of peers is fixed to 610 kbps.

In all cases we observe a reduction in inbound traffic and increase in outbound

traffic for ISP A. For other ISPs the HAP adaptation by ISP A results in a
moderate decrease of the outbound traffic, while the inbound traffic stays almost
the same. We interpret the situation of the early adopter ISP depending on its
interconnection agreements with neighbor ISPs as follows:

– If A pays only for the inbound traffic, the HAP mechanism can result in
a significant cost reduction. Here the overlay-incurred inbound traffic is re-
duced by up to 50% (see Figure 4(b)). We consider this as a typical situation
of tier-3 ISPs.
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– If A pays for the sum of both inbound and outbound traffic, the HAP mech-
anism will result in increased interconnection costs since the total inter-
domain traffic increases for the early adopter (ISP A).

– If A is paid by smaller ISPs for A’s outbound traffic, the early adopter might
even increase its interconnection income. This especially applies, if ISP A is
a tier-2 ISP, while others are tier-3 ISPs.

– If A has peering agreements with neighbor ISPs, the payments themselves
are not affected, though the long term impact of changed traffic profiles
might result in changed interconnection agreements.

In summary, the early adopter of the HAP mechanism wins in most cases, ex-
cept the unlikely case when his costs are dominated by the outbound traffic. We
further observe that the ISP A’s situation is best if: the overlay applies locality-
aware peer selection and the upload bandwidth increase per peer is sufficiently
high (> 50% decrease for TM factor of 3 as shown in Figure 4(b)).

Additionally, Figure 5 shows the impact of HAP promotion applied only by
ISP A on the server load. As expected, the load reduction is lower compared to all
ISPs applying traffic management (up to 50% compared to 90% in Figures 1(b)
and 3(b)). Since only the users in ISP A’s domain receive increased upload
bandwidth, the total overlay bandwidth increases only moderately and results
in lower server load savings compared to the case when all ISPs apply HAP.
Nevertheless, the overlay provider is able to save 30-50% of its costs, resulting
in a win-win situation for the overlay and ISP A.

6 Conclusion

This paper has presented a promising mechanism to bias overlay traffic for more
locality to the benefit of P2P overlays and ISPs. In the proposed mechanism an
ISP increases the upload bandwidth of selected users to improve the overlay per-
formance and to significantly reduce ISP’s interconnection costs. The selection
of suitable peers takes into account their global and local upload behavior.

The considered application scenario is a peer-assisted Video-on-Demand sys-
tem, where an overlay provider tries to minimize the load on its servers while
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providing high streaming experience to the users. The overlay provider has the
freedom to apply locality-aware peer selection policy that would result in reduced
interconnection costs for the ISPs and increase the chance of its users being pro-
moted. We further show that the mechanism can be effective, even if applied by
a single ISP, especially when the inbound traffic dominates the interconnection
costs.

Our future work will concentrate on the dynamics of HAP selection including
the impact of parameter weights. Additionally, we will address the financial
feasibility and socio-economical impact of proposed incentives on ISPs and users.
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Abstract—Peer-to-peer file sharing applications generate huge 

volumes of the Internet traffic, thus leading to increased 

congestion and costs for the ISPs, particularly due to inter-

domain traffic. Thus, analysis of peer-to-peer applications and 

related optimization approaches (such as locality awareness or 

caching techniques) has been the subject of extensive recent 

research.  In this paper we introduce and analyze a probabilistic 

model that employs a Markov chain, aiming to approximate the 

transient evolution of a swarm with a fixed number of peers. This 

model estimates the distribution of the number of chunks already 

downloaded by a certain peer at any time. We also show how this 

model can serve as a tool to analyze certain properties of peer-to-

peer applications, such as monotonicity of performance, and 

primarily to evaluate the effectiveness of cache insertion in a 

network serving peer-to-peer. For tractability reasons, the model 

employs certain simplifications of the original BitTorrent 

protocol, the impact of which is limited as validated 

experimentally. 

 
Index Terms—peer-to-peer, evaluation, Markov chain, 

performance.  

I.INTRODUCTION 

eer-to-peer file sharing systems generate huge volumes of 

Internet traffic, which lead to increased costs for the 

ISPs, particularly for inter-domain traffic. Several approaches 

have been proposed that aim to achieve reduction of the inter-

domain traffic and/or the download times. Most of them try to 

increase the degree of localization of traffic, thus reducing 

inter-domain traffic and possibly improving performance. Such 

approaches either propose biased peer selection [1], or using 

an Oracle service for peer ranking [2] or using existing 

information from content distribution networks [3]. In [4], 

Papafili et al. introduced a different approach, namely the 

insertion of resourceful overlay entities (referred to as ISP-

owned Peers, IoPs). IoPs participate actively in the peer-to-

peer swarm and exchange data chunks with regular peers, thus 

serving as transparent and non-intercepting caches, which 

however initially have to acquire the content too.  

In this paper, we focus on BitTorrent [5] as it is the most 

popular peer-to-peer file sharing application; however, our 

study can be also extended to bittorrent-like streaming 
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applications such as Tribler. In particular, we develop a 

Markov model for a BitTorrent swarm with a fixed number of 

peers. This model estimates approximately the transient 

distribution of the number of chunks already downloaded by a 

certain peer at any time.The model can serve as a tool to 

analyse certain properties of BitTorrent and to evaluate the 

impact on performance of cache insertion in the form of an 

IoP. It should also be noted that for the latter purpose a model 

for the transient evolution of the swarm is much more suitable, 

because the insertion of an IoP mainly aims to have a positive 

impact in the beginning, where most of the leechers in a swarm 

are lacking the largest part of the shared content. Once this 

purpose is attained, then the IoP can devote its resources to 

another swarm, rather than remain in the previous one. 

The remainder of this paper is organized as follows: In 

Section II, a brief overview of articles on BitTorrent modeling 

is presented. In Section III, we propose a Markov model for 

the evaluation of cache insertion in BitTorrent networks; 

motivation, assumptions and evolution are described here. In 

Section IV, results for simulative evaluation of the 

approximating assumptions of the model are presented; then, 

we validate the Markov model‟s results with results derived by 

means of simulations; and finally, we present evaluation 

results acquired by use of the Markov model on the impact of 

cache insertion in BitTorrent network. Last, in Section V, we 

conclude our contribution. Detailed equations of the Markov 

model are given in the Appendix. 

II.RELATED WORK 

There is an extensive literature on peer-to-peer performance 

evaluation. Many relevant works are exclusively based on 

analysis of measurements from actual systems and/or 

simulations. In this subsection, we overview selected articles 

that include models for the performance evaluation of peer-to-

peer file-sharing with emphasis on BitTorrent and we 

comment on their relation with our work. . Evaluation results 

attained by models that apply to the steady-state of a 

BitTorrent swarm cannot be compared to results attained by 

our model. On the other hand, comparison of our results with 

those attained by models for transient analysis is meaningful 

and is presented at the end of Section IV. 

In [6], Kumar and Ross analyze the minimum distribution 

time for a file in a system with seeds and leechers. In 

particular, by employing a deterministic fluid-flow model, they 

provide a lower bound that involves the download and upload 

rates of the various peers and then show that this bound can 

indeed be achieved by scheduling the various transfers of the 

file appropriately.  
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In [7], Yang and de Veciana initially deal with the capacity 

attained in peer-to-peer systems due to their fundamental 

feature that each peer can serve other peers while still 

downloading the missing content. The authors thus develop a 

simple deterministic model that shows the effect of this feature 

in the transient case similar to that of our model, with only one 

of the peers storing initially the content file. In particular, it 

follows that the average delay per peer is logarithmic in the 

number N of peers. Moreover, if the file is partitioned into m 

chunks, then due to pipelining, the average delay is reduced by 

a factor of m. The authors of [7] also develop a two-

dimensional Markov model for the steady state analysis of the 

system. The problem of calculating the completion time is also 

studied by Mundiger et al. in [8], under more general 

assumptions. These authors derive the optimal centralized 

upload schedules both for the case of a central server and for 

the case of a decentralized system with all peers having equal 

capacities. They then develop another model for the transient 

evolution of a peer-to-peer system, whereby the number N(t) of 

peers that have already downloaded the file by time t is 

modeled as an age-dependent branching process with a family 

size of 2 in each generation. Therefore, the expected value 

E[N(t)] grows exponentially with time t, provided that there is 

sufficient demand in the system.   

In [9], Qiu and Srikant initially present a deterministic fluid 

model for the performance of BitTorrent. The model of [9] is 

motivated by the Markov model of [8] and comprises the same 

parameters. The authors present (among others) a probabilistic 

model for the evaluation of the parameter  that expressed the 

effectiveness of BitTorrent in the sense of the degree of the 

contribution of each downloader to the other ones. In 

particular, this model quantifies the probability  that a 

particular downloader has a chunk that is among the ones 

needed by another one. In fact, the assumptions made with 

respect to the distribution and selection of chunks possessed 

by a peer are the same to those our model, as described in 

Section III.B. It turns out that  kNNlog1 , where k is 

the total number of chunks of the file. This implies that for a 

large file (i.e. for a large value of k), 1 ; that is, a 

downloader contributes to the others almost as much as a seed.  

In [10], Leibnitz et al. present a fluid flow model for 

evaluating the transient performance, in particular reliability 

and efficiency, of content distribution services that can be 

realized by traditional client/server (C/S) architectures or peer-

to-peer networks involving malicious peers.  

Besides [8], several articles deal with the steady-state 

performance analysis of BitTorrent with dynamically varying 

population. Next, we briefly overview selected such articles. In 

[11], Ge et al. present a steady-state queueing model that 

comprises all the main ingredients of a peer-to-peer file 

sharing system, while applies to a variety of such systems. This 

model is then solved analytically by means of an 

approximation based on bottleneck analysis, and it is validated 

by means of simulations. The work of Fan et al. in [12] deals 

with an important tradeoff arising in BitTorrent, namely: 

achieving fast downloads vs. keeping “fat” (i.e. resourceful) 

peers in the system as much as possible in order to help other 

peers attain a fast download. The latter objective appears to be 

unfair for the fat peers, thus giving rise to a tradeoff between 

performance and fairness (i.e. better service for peers 

contributing more to the system), which is investigated in the 

paper by means of steady-state analysis. 

III.THE MARKOV MODEL 

A.Motivation 

As already stated, the Markov model proposed in this paper 

models a BitTorrent swarm, namely an overlay network for the 

sharing of one file. We focus on BitTorrent since it is the most 

popular file sharing application. The purpose of the Markov 

model is the analysis of certain properties of BitTorrent, such 

as monotonicity and scalability of performance, and primarily, 

the evaluation of cache insertion as a means to achieve 

performance improvement. As already explained in Section I, 

by caches we mean overlay entities that participate actively in 

the peer-to-peer network and exchange data chunks with 

regular peers. These entities are referred to as ISP-owned 

Peers (IoPs) [4].  

A Markov chain is employed to estimate approximately the 

transient distribution of the number of chunks downloaded by 

each peer. Based on this, we can also estimate other 

performance measures such as the upper tail of the distribution 

of the time required for a peer to complete downloading a file. 

For the purpose of analytical tractability, the model employs 

certain simplifications of BitTorrent; thus, it is expected that 

its outcomes will constitute bounds for the corresponding 

metrics of the actual BitTorrent. 

The Markov model in its present state can be employed for 

studying the following issues: 

 Monotonicity of completion times in a BitTorrent network 

for different numbers of regular peers;   

 Impact of the insertion of an IoP on performance; tradeoff 

w.r.t. the associated capacity of the IoP; 

 Impact of insertion of mere IoPs with heterogeneous 

capacities; tradeoff w.r.t. the number and capacity of the 

IoPs. 

For each one of the cases involving IoP(s), the transition 

probability matrix of the Markov chain is slightly different 

than that of the first case without IoP. Moreover, the model 

can easily be extended to other cases and scenarios where 

other optimization approaches, e.g. locality awareness, are 

employed. 

In the subsections III-B and III-C, we present the basic 

assumptions, the rationale and basic equations that describe 

the evolution of the Markov chain. 

B.Assumptions 

Our Markov model is a discrete time model; i.e. time is 

slotted. Originally, we consider 1N peers in the swarm; 

namely, N downloaders with initially 0 chunks, and 1 seeder 

which has all K chunks. Moreover, for simplicity we assume 

that after a downloader finishes its downloading then it turns 

into a seed, namely it does not leave the swarm. (By 

introducing minor modifications to the formulation, the model 
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can accommodate other assumptions on this issue.) The 

population of peers remains constant.  

Next, we present our assumptions on the modeling of the 

peer-to-peer application. First, we assume random chunk 

selection, instead of BitTorrent‟s rarest first replication. Due to 

symmetry among chunks in their initial distribution, the 

system‟s state is fully specified by the number of chunks that 

each peer has acquired until the end of step n, or equivalently 

by the number of peers out of N that have 0, 1, …, or K chunks 

at step n. Therefore, the number of different states with this 

formulation would be equal to the number of choosing k 

elements out of n with repetition: 

 
!!

!

NK

KN

K

KN 








 
. 

Due to the prohibitively large state space we resort to an 

approximation, which is motivated by the fact that due to 

symmetry the evolution of the marginal distribution of the state 

any given peer is same as that of any other peer. Let D be a 

tagged peer out of the set of the N downloaders. The state of D 

(as well as that of any other peer) belongs to  K,...,2,1,0 . The 

objective of the model is to derive this marginal distribution of 

the state of the tagged peer D. Furthermore, for simplicity 

reasons, we assume that at every step n, only 0, 1 or 2 chunks 

can be downloaded by each peer, regardless of how many 

peers have unchoked this peer; additionally, each peer can be 

unchoked by every other peer only once. As already mentioned 

chunks are selected at random and uniformly. Thus, all chunks 

that D is missing are considered useful and assumed to be 

sought simultaneously. We have assumed that a peer can 

download up to 2 chunks at each step since we have measured 

by means of simulations that the number of chunks 

downloaded per peer in each choking interval is in general less 

than or equal to 2. This is supported by the calculations above 

and by the experimental results presented in Section IV. 

Second, BitTorrent‟s choking algorithm, the well-known „tit-

for-tat‟, is ignored; unchokes are given to peers randomly 

selected out of the set of potentially interested downloaders. 

Each peer has the possibility for cl  unchokes; parameter c 

represents the minimum of a) the actual number of unchokes 

that each peer possesses (by the BitTorrent protocol) and b) of 

the number of unchokes possible due to the upload bandwidth 

capacity bottleneck in this peer. For instance, the protocol 

allows each peer to unchoke up to 5cl other peers per 

choking interval. In order to derive results comparable with 

results attained by the simulations, we take 2cl . For 

instance, a peer with nominal upload bandwidth equal to 512 

kbps is able to upload/serve only 2 chunks. Indeed, 512 kbps 

corresponds to 64 KB/s upload. In an interval of 10 secs, this 

corresponds to uploading 640 KB, which is slightly higher that 

2x256 KB (where 256 KB is the size of a chunk).  

Due to the aforementioned assumptions, our Markov model 

corresponds to a version of BitTorrent where all decisions are 

made randomly, and thus is expected to have inferior 

performance compared to the original BitTorrent. 

Consequently, the estimates obtained by our model are 

expected to constitute upper bounds of the actual performance 

of the BitTorrent protocol. 

C.Evolution of the Markov Chain 

First, we consider modelling the native BitTorrent protocol. 

The transient marginal distribution of the state of a regular 

peer D at step n is denoted         KPPPnP nnn ,...,1,0 , 

where    kXkP nn  Pr . The transient distribution at step 

n+1 is derived as follows: 

     
       kkPkPkkPkP

kkPkPkP

nnnn

nnn

,,11

,22

11

11








 

where the transition probability  kkPn ,21   corresponds to 

the event that peer D is unchoked by and finds useful chunks 

in two or more other peers at step n+1, given that peer D has 

2k  chunks at the end of step n; transition probability 

 kkPn ,11   is defined similarly, while  kkPn ,1  is the 

transition probability that peer D is either choked by all peers 

or does not find any useful chunk at any peer he is unchoked 

by, given that it has k chunks at step n. The three transition 

probabilities sum to 1. 

The calculation of the transient probabilities at every step is 

an iterative process; the procedure is depicted in Fig. 1. Due to 

the fact that population size N is fixed, there is a deterministic 

upper bound in our setting for the overall completion time. 

Since the completion time of the last peers might be quite 

large, this upper bound can be loose. Thus, we choose to 

consider the G-th percentile of the overall completion time; 

that is step n*, when a large portion of the peers (say 90% or 

95%) will have finished downloading; that is, they have K 

chunks. Using the transient marginal distribution of the state of 

D, it follows for   GKPnnn n  :min*:* , where G will be 

taken either 0.90 or 0.95. Additionally, we also consider the 

average completion time among all peers, which is 

  





1
1:

n
n KPn . 

 
Fig. 1. Iterative process. 

The equations that characterize the Markov chain evolution 

are given in the Appendix. These equations involve also the 

distribution of: a) the number  nNs  of downloaders that have 

K chunks at step n, and b) number  nNe of downloaders that 

have 0 chunks at step n. Note that the corresponding sets of 

downloaders are non-overlapping. Since K is large, 

initially   0nN s , while as time progresses   0nNe . As an 

approximation, these random variables are taken to be 

independent. Moreover, their distributions are approximately 

taken as binomial, i.e.: 
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This amounts to taking that the event where a certain peer is 

in state 0 (or resp. in state K) is independent of the 

corresponding events for other peers; note that all these events 

are identically distributed. 

Next, we consider the insertion of an IoP with higher 

capacity than regular peers in the BitTorrent overlay. For this 

case, the transition probability matrix of the basic Markov 

chain is modified as follows: Due to the higher capacity, we 

assume that the IoP is always unchoked twice by the original 

seed; namely the IoP downloads 2 chunks at every step with 

probability 1, both of them from the original seeder. Note that 

the IoP behaves as a regular peer until step 2Kn  , and from 

that step ahead as a seeder. In order to further study the impact 

of the IoP on peer-to-peer performance, we also considered a 

third case, namely, the insertion of the ISP-owned Seed (IoS) 

scenario, i.e. the insertion of a second seeder again with higher 

capacity than the original regular one. Performance 

improvements achieved by the insertion of the IoS are 

expected to constitute an upper bound to the performance 

improvements achieved by the insertion of IoP. 

IV.EXPERIMENTAL RESULTS 

In this section, we present experimental and numerical 

results: a) validating the approximating assumptions of the 

model, b) assessing the accuracy of the model, c) evaluating 

peer-to-peer performance with and without IoP 

A.Validation of approximating assumptions 

First, we present experimental results in order to validate the 

approximating assumptions of the model (see Subsection 

III.B). These assumptions are validated by means of 

simulations of a BitTorrent implementation [13] in the ns-2 

simulator [14]. Simulation setup includes a topology with 2 

equally sized ASes, interconnected by means of an inter-

domain link. Each peer has an access link of 4096/512 kbps 

download/upload bandwidth, while the content file size is 80 

MB. Moreover, we have taken that all peers, including the 

original seed, start at the same time instant (0.0 secs). In our 

study, small and medium swarm sizes have been considered 

e.g. with 160,...,30,20N  peers. Indeed, in reality, a 

significant portion of swarms has such populations, according 

to the measurements of the sizes of actual swarms in the 

Internet presented in [15]. 

Two-step transition Markov chain. The Markov model 

restricts the maximum possible number of downloaded chunks 

by a peer per step to 2. The reason for this assumption is two-

fold: 1) It does not give rise to too complicated equations, 

while 2) it is a much more realistic and accurate assumption 

than taking the maximum number of downloaded chunks by a 

peer per step to equal 1.   

 

In order to decide on adopting this assumption, we 

monitored the number of the new chunks that every peer 

obtains during each choking interval in the regular BitTorrent 

where this restriction does not apply. We focus on an 

experiment with a swarm having 50 peers monitored for a 

period of 50 slots. Approximately 70% of the 2500 samples of 

the number of new chunks downloaded per peer and per slot 

were equal to 0, 1 or 2. Fig. 2 depicts the average number of 

chunks downloaded by all 50 peers of the swarm in each 

choking interval. Note that only in less than 20% of the cases 

the average number of chunks is greater than 2, yet it is still 

less than 2.5 in all such cases. The average number of 

downloaded chunks over all peers equals 1.449 < 2. Thus, the 

underlying assumption of maximum 2 chunks downloaded per 

choking step is satisfactorily accurate. 

 
Fig. 2.  Average number of chunks downloaded per choking interval 

over all peers. 

Native vs. randomized BitTorrent.  Performance achieved 

in native BitTorrent is compared here to performance achieved 

in randomized BitTorrent. By native BitTorrent it is meant that 

the choking algorithm and rarest first replication are employed 

as peer and chunk selection methods respectively; while by 

randomized BitTorrent it is meant that both peer and chunk 

selection processes are performed at random. Note that 

randomized implementation of BitTorrent is approximated by 

the assumptions of the Markov model. 

We have run simulations for the implementation of the native 

BitTorrent protocol and the randomized one and have 

compared them in terms of completion times. In Fig. 3, the 

average completion times for swarms of  100,...,30,20N  

peers, are presented for the two implementations. Note that 

regardless of the swarm size increase, the difference in 

completion times between the two implementations remains 

almost fixed and bellow 11%; this also holds when other 

approaches are employed such as locality awareness, or cache 

insertion. Therefore, performance difference between 

randomized and native BitTorrent remains fixed. Comparison 

of results derived by simulations and by the Markov model is 

presented and discussed in Section IV.B. 
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Fig. 3.  Average download completion times for native BitTorrent (blue), and 

randomized BitTorrent (red).  

B.Verification of the model 

Comparison of simulation results vs. results derived by 

the Markov model. We consider the same simulation setup as 

in Section IV.A To compare the completion times derived by 

simulations (continuous time) to results (steps) derived by 

calculation of the Markov chain in Matlab [16] (discrete time), 

we have transformed discrete results to continuous, namely by 

converting time measured in steps to seconds. As mentioned 

above, each step of the Markov model corresponds to one 

choking interval, which has duration 10 secs. [5]. Therefore, to 

transform steps to seconds, we just need to multiply number of 

steps by the duration of the choking interval, e.g. 10 secs. Fig. 

4 depicts simulation results for native BitTorrent (blue), 

simulation results for randomized BitTorrent (green) and 

results derived by the Markov model for 2cl multiplied by 

10 secs (red). We observe that relative difference between 

calculated results and simulation results (for the native 

bittorrent implementation) lies under 5% (except for the case 

of 20N  swarm); this also holds for different setups, 

although the relevant results are not presented due to space 

limitations. Thus, the Markov model approximates 

satisfactorily the native version of BitTorrent.  

 
Fig. 4. Comparison of average completion times derived by simulations vs. 

average completion times (steps×10 sec.) derived by the Markov model. 

C. Evaluation results for peer-to-peer properties 

Next, we present numerical results calculated according to 

the Markov model in Matlab. As stated in Section III.A, one of 

objectives of the Markov model is to study properties of the 

BitTorrent protocol such as monotonicity w.r.t. the swarm size 

and impact of the original seeder‟s capacity. 

Monotonicity. We considered swarms with 

 160,...,25,20,15,10N  peers, each having capacity 2cl , 

and one original seeder with upload capacity 2cs . The file 

size is taken 40 MB, thus consisting of approximately 160 

chunks of 256 KB each. Note that the Markov chain for this 

file size has 161 possible states, e.g. K,...,2,1,0 , and that the 

first step when  KPn  is non-zero is 81n . This lower bound 

follows from the fact that up to 2 chunks per peer can be 

downloaded at each step, but only 1 chunk can be downloaded 

from the unique original seeder in the 1
st
 step, while the total 

number of chunks is 160. We calculated the G-th percentile of 

the completion time n* for  99.0,95.0,90.0G . Fig. 5 depicts 

n* for different N‟s. Observe that n* increases only slightly 

(almost remains stable) as the swarm size increases, which 

verifies scalability of this peer-to-peer protocol. 

 
Fig. 5. G-th percentile n* for N={10,15,20,…160} when G={0.90,0.95,0.99} 

derived by the Markov model in Matlab. 

Impact of the original seeder’s capacity. In [1], Bindal et al. 

argue that the original seeder‟s capacity has important impact 

on the download times. In particular, they observe that their 

biased neighbour selection may deteriorate the completions 

times. However, they show that the greater the seeder‟s 

capacity, the less the impact of biased neighbour selection on 

the completion times. Furthermore, in [17] Le Blond et al. 

argue that the original seeder‟s capacity is critical to the high 

chunk diversity (higher probability for the peers to find useful 

chunks), which impacts the overhead (amount of content that 

crosses an inter-ISP link) and peers‟ slowdown (the 

experimental peer download completion time normalized by 

the ideal completion time). 

We considered a swarm with 100N peers with upload 

capacity 2cl , and one original seeder with varying upload 

capacity ccl  . The file size is again taken to be 40 MB, and 

thus the model has 161 again states. Fig. 6 presents the G-th 
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percentile n* for  95.0,90.0G  attained for different values 

of seeder‟s capacity  20,...,4,2c . Note that as the seeder‟s 

capacity increases, n* decreases with constant rate, which is in 

agreement with the aforementioned results of [1] and [17]. 

 
Fig. 6. G-th percentile n* for c={2,4,6,…20} when G={0.90,0.95} derived by 

the Markov model in Matlab. 

D.Evaluation of IoP cache insertion in Bittorrent network 

Next, we present numerical results calculated according to 

the Markov model in Matlab for the evaluation of cache 

insertion. As stated in Section III.A, the main objective of the 

Markov model is to serve as an evaluation tool for certain 

optimization approaches of peer-to-peer networks, such as 

cache insertion. Below, we present and discuss the impact of 

cache insertion on the overall completion times of the whole 

swarm and the on upper tail distribution of an individual peer. 

Evaluation of IoP cache insertion. In [4], Papafili et al. 

have shown by means of simulations on the ns-2 that the 

insertion of the IoP in one of the ASes participating in a swarm 

results in important reduction of the completion times of the 

peers in this AS. Furthermore, it was shown that significant 

inbound inter-domain traffic reduction is also achieved for this 

AS. However, in its current version, our Markov model does 

not incorporate any topology information, and therefore cannot 

lead to conclusions on inter-domain traffic. Extending the 

model appropriately so as to provide estimates for the volume 

of inter-domain traffic is a direction for our future work. Thus, 

our main objective is to show that the proposed Markov model 

validates simulation results that reveal the positive impact of 

the insertion of the IoP on the download times. We considered 

the same setup as in Section IV.A for three scenarios: a) no 

cache insertion, b) insertion of the IoP, and c) insertion of the 

IoS. IoP/IoS are assumed to have upload capacity 10cp . 

Fig. 7 depicts the 95-th percentile ( 95.0G ) of the overall 

completion time for the three aforementioned scenarios. 

Observe that the insertion of IoP improves significantly the 

overall completion time especially for small or medium to 

small swarms, whereas the insertion of IoS achieves even 

higher reduction. As expected, the performance achieved by 

the insertion of IoS constitutes lower bound for the 

performance achieved by the insertion of IoP. It should be 

noted that a rather moderate value for the IoP/IoS capacity has 

been chosen. This also has been kept fixed as the swarm size 

increases, hence the deterioration of the improvement attained. 

Note that in [4], the upload capacity of IoP was 20 times 

greater than that of regular peers, whereas here it is only 5 

times greater. An ISP could achieve even better performance 

improvements for larger swarms by either increasing the 

capacity of the IoPs/IoS or introducing more such „small‟ 

IoPs/IoSs in its domain. Notice that despite its advantage the 

IoS insertion is only slightly better than the IoP, since the 

phase when the cache acts as leecher is too short compared to 

the swarm‟s lifetime.  Similar results apply also for 90.0G .  

 
Fig. 7. Comparison of  95-th percentile of completion time for a) no cache 

insertion, b) insertion of IoP, and c) insertion of IoS. 

Fig. 8 depicts the G-th percentiles of the overall completion 

time of the swarm for different values of upload capacity of the 

IoP. We observe that the percentile is improved significantly, 

up to 13%, when the capacity of the IoP is 20cp , namely 10 

times the capacity of the regular peers. Since this is a moderate 

value for the upload capacity of the IoP, we expect even lower 

completion times for higher values of upload capacity. 

 
Fig. 8. Comparison of G-th percentiles of completion time for upload capacity 

of the IoP cp={2,4,6,…,20} for G={0.90,0.95,0.99}. 

Finally, we compare the estimates of completion times 

derived in [6] and [7] with our outcomes. Indeed, [7] is based 

on the assumptions of unconstrained download capacity and 

optimal scheduling of chunk selections and uploads; so that 

uploading of chunks from one leecher to the others is exploited 
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as much as possible. These would give in our case a 

completion time per peer of    csKN 212log2  , which 

is a very loose lower bound; e.g. for 100N , 161K , and 

2cs , this equals 83.41 which is almost equal to the lower 

bound of 81 steps calculated by the Markov model. Also, [6] is 

based on optimal scheduling; for the cases of Fig. 4, [6] would 

give the straightforward lower bound of 80, since each peer 

can download at most 2 chunks per slot and the total number 

of chunks is 160. 

V.CONCLUSION 

We have developed and studied a probabilistic model that 

employs a Markov chain to approximate the transient 

evolution of the BitTorrent peer-to-peer file sharing network,. 

This model aims at studying performance properties of the 

BitTorrent protocol, as well as at evaluating optimization 

approaches applicable to peer-to-peer networks such as cache 

insertion. The model estimates the transient distribution of the 

number of chunks downloaded by each given peer and from 

this other performance measures such as the upper tail of the 

distribution of the time required for an individual peer to 

complete downloading a file can be also computed.  

For tractability, we have adopted certain simplifications of 

BitTorrent, such as randomized peer and chunk selections. 

Additionally, we have implemented in ns-2 the simplified 

version of BitTorrent and have compared the performance 

achieved thereby to that of the native BitTorrent. Furthermore, 

we have compared native implementation simulation results to 

numerical results calculated by the Markov model and have 

verified that the Markov model approximates it satisfactorily.  

Using our model, we have derived numerical results that 

reveal monotonicity of performance of the BitTorrent protocol 

with respect to the swarm size. Moreover, we have observed 

that results from recent research on the impact of the original 

seeder‟s capacity on completion times are also verified by the 

Markov model. Finally, we have shown that the insertion of an 

ISP-owned Peer or Seed (even with moderate value of cache 

upload capacity) considerably improves download completion 

times. This is in agreement also with simulation results 

presented in [4], as well as with estimation of other theoretical 

models as those presented in [6] and [7]. 

Therefore, the Markov model has proven to serve as a 

useful design tool for the evaluation of certain optimization 

approaches of the performance of certain peer-to-peer 

protocols. Compared to other models in literature that perform 

transient analysis of peer-to-peer systems, our model is more 

suitable for evaluation of approaches that consider increase or 

decrease of the capacity of the system, while it can also be 

easily extended to consider exchange of information; future 

work in this direction can include extension of the model to 

assess the impact of locality awareness. 

 

APPENDIX – EVOLUTION OF THE MARKOV CHAIN 

Step 0: D has exactly 0 chunks:    0,...,0,10 P . 

Step 1: D can be unchoked only by the seed:  

        NCSPPPP  100,000 0101 , 

        NCSPPPP 01,001 0101  , 

      0...32 111  KPPP . 

Step 2: D can be unchoked either by the seed or the peers that 

were unchoked in step 1: 

         CS
NCLNCSPPPP  1100,000 1212 , 

         1,111,001 21212 PPPPP  , where  
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CS
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Respectively, transition probabilities are calculated for  22P  

and  32P using probabilities  22Q and  32Q . Note that the 

terms  12Q ,  22Q and  32Q are special cases of  kQn 1 which 

is the probability for a peer to find a useful chunk given that it 

is unchoked by another peer and it has k chunks at the 

beginning of step n+1. Term  kQn 1 is derived at the end of 

the Appendix. 

Step n: Let         KPPPnP nnn ,...,1,0  be the marginal 

distribution of the state of D at step n.  

Step n+1: The number  nNs of downloaders influences the 

contention among the remaining downloaders; thus it should 

be taken into account. We distinguish two cases here: 

a) Kn  :   0nNs ; there are N downloaders and only one 

seeder in the swarm, and b) Kn  :   0nNs ; some 

downloaders may have finished downloading and are serving 

as seeders too. We also make use of the distribution of the 

number  nNe of peers that have no chunks, since they cannot 

serve as sources of chunks for D. 

For 0k :      0,000 11   nnn PPP , where  
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When Kn  , then:  

      
 

,
1

101010,0

1

1



 

































N

nnn
N

CL
PP

N

CS
P else:  

      

 
  

 
    

.
1

1
1

0
1

1

0

11

1
1

0,0

1

1

0

1
1

xN

n

n

n

n

x

N

x

xN
n

x
nn

xN

CL

KP

P

KP

P

xN

CL

xN

CS

KPKP
x

N
P

















































































 


  

For 1,...2,1  Kk , the transient distribution is characterized 

by the following equation (especially for 1k  the 1
st
 term of 

the sum is zero):  
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           kkPkPkkPkPkP nnnnn ,11,22 111  

   kkPkP nn ,1 , where 
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Probability  kkPn ,11  is derived accordingly, however we 

do not present here due to space limitations. Since 

probabilities  1,21  kkPn  and  2,21  kkPn  have been 

calculated already for smaller states of the current step, 

probability  kkPn ,21  can also be easily calculated as:  

     2,21,21,2 111   kkPkkPkkP nnn . 

Finally, note that the term  kQn 1 is the probability for tagged 

peer D to find a useful chunk to download from another peer, 

given that D is unchoked by that other peer and D has k 

chunks. Analytically, this equals to: 
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Particularly, term  
 
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
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1

mK

mmK
mPn expresses the 

probability for tagged peer D to find a useful chunk to 

download from another peer say D‟ that has m chunks, for a 

certain km  . This equals the probability of peer D‟ being in 

the state m multiplied by the probability that D‟ has a chunk 

that is different from the k chunks of the tagged peer D. This 

expression is also used in [9], and is a consequence of the 

assumption of random and uniform chunk selection. In the 

displayed equation above, the last term implies that if another 

tagged peer D‟ has even one more chunks than D, then D will 

find definitely a useful chunk to download from D‟ (with 

probability 1). 
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